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Chapter 1
Introduction
1.1

Overview

I develop a novel semantic theory for modals that has important consequences
for contemporary work in epistemology, metaphysics and ethics. Many prominent issues in these areas—for instance, those that concern the status of relativism or the paradoxes about conditional obligations—are intimately tied to
theoretical questions about the semantics of modality. On the orthodox view
that dominates the literature, our best semantic theory assigns, to each modal
declarative sentence of the language under consideration, a truth-condition
determining proposition.1 I argue that this view is the main culprit behind a
number of puzzles in analytic philosophy. In place of the orthodox view, I develop a well-motivated non-truth-conditional semantics for modals. I elaborate
the central ideas of my dissertation using dynamic semantics.2 My plan for
1

Following the seminal work by Kripke (1963), Kratzer has elaborated this view in a
series of papers, see Kratzer (1977, 1981, 1991).
2
See, for helpful surveys of dynamic semantics, Muskens et al. (1997),
van Eijk and Kamp (1997), and van Eijk and Visser (2010), and, for some influential technical studies of dynamic semantics, van Benthem (1986, 1996) as well as
Groenendijk and Stokhof (1991b). Over the last thirty years, research on dynamic
semantics has lead to a variety of non-classical theories of meaning, including Discourse
Representation Theory (Kamp (1981); Kamp and Reyle (1993); Kamp et al. (2010)), File
Change Semantics (Heim (1982)), Update Semantics (Veltman (1985, 1996)), and Dynamic

1

this introductory chapter is as follows. §2 explains and motivates the dynamic
perspective on meaning and communication. §3 critically reviews the classical
arguments in favor of a dynamic approach to modal semantics and demonstrates that they fail to be convincing. The resulting challenge is to make a
better case for dynamic semantics. The final §4 outlines how the remaining
dissertation chapters meet this challenge.

1.2

Dynamic Semantics

Dynamic semantics understands discourse and reasoning as processes in which
a given carrier of information gets constantly modified. In discourse, the carrier
of information is the discourse context: a collection of information about the
shared assumptions and communicative goals of the discourse participants.
In reasoning, the carrier of information may be broadly understood as the
mental state of the reasoner: a collection of beliefs, intentions, and preferences.
The key idea of dynamic semantics is that the meaning of a sentence is to
be understood in terms of the role it is designed to play in discourse and
reasoning, understood as series of dynamic transitions between information
carriers. Arguably, speakers use sentences in discourse to modify the discourse
context, and they use sentences in reasoning to acquire new beliefs (as in
Predicate Logic (Groenendijk and Stokhof (1991a)). Cf. also, among others, Seuren (1985),
Chierchia (1992, 1995), van der Sandt (1992), Heim (1992), Zeevat (1992), Asher (1993),
Dekker (1993), van Eijk (1993, 1994), van Eijk and Cepparello (1994), Groenendijk et al.
(1996a), Muskens (1996), van der Does et al. (1997), Geurts (1999), Beaver (2001), and
Asher and Lascarides (2003).

2

theoretical reasoning) and intentions (as in practical reasoning). Sentences
thus relate information states, and their meaning is to be understood in terms
of how they relate information states to each other. The central notion of
dynamic semantics (at least as it is understood here) is the one of updating
a carrier of information with a sentence. Updating captures the central aim
of discourse and reasoning, namely information aggregration. Updating an
information carrier σ with a sentence φ results in a new information state, i.e.
the one that results from accepting φ in σ. If the update is informative, it will
result in a commitment that was not carried by the original information state
σ. As it turns out, that is not to say that updating always preserves already
existing commitments. But it is nonetheless tied to the notion of information
aggregration, as updating will never increase epistemic uncertainty, i.e. it will
always result in an information state that is at least as strong as the one that
was in place before the sentence was processed.
Dynamic semantics, as I understand it, thus construes the meaning of
a sentence in terms of its role in information processing, and more precisely
in its role in the process of information aggregration. The notions used in further explaining this idea—in particular, acceptance and commitment—may be
subject to further analysis, but I take it that they are clear enough to illuminate the dynamic perspective on meaning and communication. It is, however,
useful to demarcate the notion of updating from other notions. Updating does
not cover the totality of changes that information states may undergo, since
not all such changes come down to information aggregation. Of particular

3

importance is the process of retraction (or downdating) in the light of new
information. In belief revision, for instance, constraints on rationality often
require that a given information state is weakened before new information is
added, primarily in order to preserve consistency.3 Dynamic semantics puts
updating rather than downdating at the center stage of a theory of meaning,
and for multiple reasons. On the one hand, downdating is a process that is
governed by pragmatic and rational constraints that are external to semantics, and as we will see at a later stage, it is only one possible reaction in case
updating leads to an inconsistent information state. Even more importantly,
downdating is external to any useful dynamic notion of semantic entailment, as
evaluating an argument proceeds by accepting each premise of an argument,
and evaluating its conclusion on that basis. These remarks connect with a
more general point, namely that dynamic semantics recognizes a distinction
between semantics and pragmatics. Sentences may be used for all kinds of
purposes, and a hearer may react to a given utterance in a variety of ways.
What matters for the semantics of a sentence is the effect of accepting it in
a given information state. Other effects are at least in part determined by
pragmatic and rational constraints that are external to semantics.4
3

See, e.g., the seminal work on belief revision theory by Levi (1977) and Gärdenfors
(1981).
4
The role of downdating in dynamic semantics becomes more complex in the case of
conditionals with belief contravening antecedents. If, as Gärdenfors (1981) and others suggest, evaluating such conditionals involves a non-permanent retraction of information, then
updating with belief contravening conditionals will involve a downdating operation. The
distinction between semantics and pragmatics is then not as neat and tidy as one might
hope. However, we can still maintain that the meaning of a sentence is determined by its
update effects, even though determining its update effects may involve a non-permanent

4

As I demonstrate in this dissertation, dynamic semantics offers an intuitive perspective on meaning and communication that solves a range of problems in philosophy. I will be exclusively concerned with the dynamic perspective on (modal) declarative sentences, but the results of this dissertation
should make us confident that it will also be of use for the semantics of inquisitive and imperative sentences. The core insight is that dynamic semantics
avoids a range of commitments that are essential to truth-conditional semantics and lie at the heart of some of the most pressing problems in philosophy.
In particular, though propositional content will play some role in a dynamic
theory of meaning for declarative sentences, it is no longer the case that meaning is exclusively truth-conditional. In dynamic semantics, the meaning of a
declarative sentence is to be explained in terms of its update effects. Some
declarative sentences have propositional content, and updating an information
states with those sentences will consist in adding a proposition to the information state. But we are not committed to saying that all sentences modify
information carriers in such a way. That is, dynamic semantics leaves room
for the possibility that not all declarative sentences have an update effect that
is mediated by propositional content. Such sentences then have meaning since
they have a specific role in information processing. But their meaning does
not reduce to truth-conditional meaning.
Here is what I take to be the best way to understand and motivate dynamic semantics. Start with the view about assertions—declarative sentences
downdating process.

5

uttered with assertive force—that has been developed by Stalnaker (1978).
According to Stalnaker, assertions are made in a context and express propositions. Context and what is said frequently affect each other. Since language
has context-sensitive expressions, which proposition the assertion expresses
may very well depend on the context. Assertions in turn affect the context,
and they do so by adding the proposition expressed by that assertion to the
context. More precisely, Stalnaker proposes the following principles about
assertions:
(I) Assertions express propositions—something that represents the world as
being in a certain way.
(II) Assertions are made in a context—a situation that includes a speaker
with certain beliefs and intentions and some people with their own beliefs
and intentions to which the assertion is addressed.
(III) Sometimes the content of an assertion is dependent on the context in
which it is made.
(IV) Acts of assertion affect, and are intended to affect, the context, in particular the attitudes of the participants in the situation; how the assertion
affects the context will depend on its content.
A proposition determines a set of possible worlds—the set of worlds that are
as represented by the proposition, or at which the proposition takes the value

6

true. A context is the set of possible worlds compatible with what is presupposed by the speakers. And assertions affect the context set by eliminating all
of the possible situations that are incompatible with what is said.
As Stalnaker makes explicit in his introduction to Context and Content,
this picture is designed to implement a clear conceptual distinction between
the content of an assertion and its force. The content of an assertion is understood as a proposition, a set of worlds; the force of an assertion is understood
as the way the assertion affects the context. More precisely, meanings determine contents as a function of context, and assertive force takes the prior
context to a posterior context, by forming the intersection of the prior context and the proposition expressed by the assertion in that context. Affecting
the context with an assertion, then, is reconstructed as a two-stage process
in which, first, meaning plus prior context determines content, and, second,
content plus prior context determines posterior context. The first stage is the
subject of a semantic theory proper, while the second stage is the subject of a
pragmatic theory of speech acts. So though a semantic theory has to capture
the context sensitivity of content, the way assertions affect contexts and thus
future interpretations of assertions is not part of a semantic theory.
As I understand it, we may reach a dynamic perspective on meaning
and communication by departing from Stalnaker’s picture in two steps. The
first step is to integrate both content and assertive force into one semantic
framework. A semantics for declarative sentences now focuses on the role of
such sentences as tools for changing the discourse context in a certain way.
7

Meanings are relational: they are relations between contexts, and we will
say that the meaning of a sentence is its update or context change potential.
Staying as close as possible to Stalnaker’s original suggestion, such a framework
predicts that the update effect of a declarative sentence is mediated by its
propositional content. A declarative sentence represents the world to be a
certain a way, and accepting it is to rule out all possibilities at which things are
not as represented. So the update effect of a declarative sentence on a given
context is determined as follows: first, determine the proposition expressed
by the declarative sentence at the current context, and then determine the
posterior context by building the intersection of the prior context and the
content.
How is the proposition expressed by a sentence determined in an everchanging context? For the moment, let us assume a classical two-dimensional
picture in which a Kaplanian contextual parameter c determines the proposition expressed by a sentence φ. Clearly, this contextual parameter will undergo
changes during a conversation. We will assume, however, that such changes
are different from those of the broader conversational context in that they are
not induced by what the discourse participants say. In other words, speech
acts modify the conversational context but do not thereby also change the
relevant Kaplanian parameter. So we will assign to a sentence φ a proposition
relative to some fixed Kaplanian contextual parameter c, and we will write
JφKc to denote this proposition.

8

With this clarification in place, we can make the picture that arises
from the first modification of Stalnaker’s picture precise. Assume a set of
possible worlds W, let σ ∈ P(W ) be a discourse context, and fix a Kaplanian
context c to take care of indexicals. If we now understand σ + φ as the result
of updating σ with the φ, then we can say:

Static Update For any σ and φ, σ + φ = σ ∩ JφKc

The above principle stays faithful to (I)—(IV) and its elaborations. The
main difference is that instead of mainly being a theory about assertive force,
the static conception of update is a theory about the update effects of declarative sentences. The move from the view that semantic values are monadic
to the view that semantic values are relational does not by itself constitute a
substantial departure from the orthodox perspective in natural language semantics, as such a move might stay faithful to the idea that context change
is always mediated by propositional content. Stalnaker, however, resists the
move from propositions to context change potentials as the carriers of meaning. In the introduction to Context and Context, he complains that “it leaves
out [...] the possibility of evaluating the truth or falsity of what is said relative
to the possible situations that are not compatible with the prior context.” But
this criticism does not apply if we understand the context change potential of
a sentence in the way above. Since the context change is mediated by propositional content, what is said may still be evaluated with respect to points

9

not in the context, though these points will not play a role in calculating the
posterior context.
The first step toward dynamic semantics is then to minimally modify Stalnaker’s widely accepted picture about assertion. Instead of drawing a
strict distinction between content and force, a semantic theory now provides
the meaning of a sentence in terms of the way it may change a discourse context. A proponent of truth-conditional semantics may very well accept this
step since the resulting view maintains that context change is always mediated by propositional content. Semantics is still, at its core, truth-conditional
semantics.
The second step is the decisive move towards dynamic semantics. We
no longer require that context change is in all cases mediated by propositional
content. Specifically, there is no commitment to the claim that context change
always consists in adding a proposition to the common ground by ruling out
all possibilities incompatible with the truth of a proposition expressed. Some
sentences may have meaning without having propositional content, i.e. their
meaning cannot be understood in terms of the circumstances that have to
obtain for it to be accurate. In more formal terms, one may use a standard
result from van Benthem (1986) to characterize the dynamic turn in natural
language semantics. A dynamic semantics rejects at least one of the following
formal features of our update function:5
5

See also Groenendijk and Stokhof (1991b) and van Benthem (1996).

10

Eliminativity For any σ and φ, σ + φ ⊆ σ

Distributivity For any σ and φ, σ + φ =

S

w∈σ {w}

+φ

According to Eliminativity, an update never withdraws information, as possibilities can only be ruled out. According to Distributivity, computing the
changes to a context induced by an update with φ is a local matter: one may
just as well take the worlds in that context one at a time, determine the changes
on that singleton and then collect up the results. Rejecting Eliminativity or
Distributivity is necessary and sufficient to reject the static conception of updating. That static update is eliminative and distributive is obvious. The
reverse is more surprising but still straightforward. Suppose that updating is
eliminative and distributive. If it is distributive, it looks at each world w in
σ individually, and if it is eliminative, it can either leave w in σ or remove it.
This allows us to associate with any update the set of worlds it leaves in the
context, and clearly the output context σ + φ is then just the intersection of
σ and JφKc .
What I have done so far is to motivate the dynamic turn in natural language semantics. Stalnaker’s view about assertions suggests a semantics that
understands the meaning of a declarative sentence in terms of its potential
to change the context in which a conversation takes place. Such a semantics
is in principle compatible with the foundations of orthodox semantics, since
it allows for update effect to be always mediated by propositional content.
11

Dynamic semantics takes this picture and removes a quite artificial constraint
on the context change induced by declarative sentences, namely the requirement that context change is always mediated by propositional content. This
means that dynamic semantics no longer requires that updating is eliminative
and distributive. The goal of this dissertation is to demonstrate that dynamic
semantics not only arises from a widely accepted theory of meaning and communication, but also has genuine philosophical significance. Specifically, my
claim is that dynamic semantics may help us resolve some substantial problems
in philosophy that are related to the semantics of modal expressions.
The key observation that drives my project is that many modals are information sensitive: their semantics depends, in some way or other, on the information that is available to a speaker. This is obviously true about epistemic
modals, but it also applies to conditionals and—maybe more surprisingly—
deontic modals. As I shall argue, an adequate treatment of information sensitivity calls for dynamic semantics. To some extent, this is not a new observation. It is the key motivation behind Veltman’s Update Semantics for
epistemic modals, and the core ideas of this dissertation are elaborated by
extending his framework in various ways. But I do not take Update Semantics for granted. As I demonstrate in the next section, the observations that
originally motivated Update Semantics can very well be accommodated by a
truth-conditional semantics. In addition, Veltman fails to offer a satisfying
view about the role of epistemic modals in discourse. A major contribution
of this dissertation is that it reconsiders the motivations for Veltman’s pro-
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posal, tightens the case against truth-conditional semantics, and substantially
improves the treatment of epistemic modals in Update Semantics.

1.3

The Classical Case for Update Semantics

It is often maintained that epistemic modals reveal a dynamics that cannot
be captured by Stalnakerian update.6 Most guests have arrived, we are only
waiting for Alex, Bill, and Chris, who will arrive one after another (they do
not like each other). The doorbell rings, giving rise to the following interior
monologue:
(1)

Alex might be at the door and [opening the door] it’s not Alex,
it’s Bill. So, Alex must be stuck in traffic.

While (1) appears to be a sane way of reasoning, the following line of thought
does not:
(2)

# It’s not Alex, it’s Bill and [opening the door] Alex might be
at the door. So, Alex must be stuck in traffic.

As the guests drop in one after another, what has once been an epistemic
possibility might not be an option at a later stage. The reverse is not possible
in the current scenario. No new epistemic possibilities are introduced. Since
the only significant difference between (1) and (2) is the ordering of conjuncts,
conjunctions involving might cannot, in general, be commutative. Tradition,
6

For the following, compare Veltman (1985), van der Does et al. (1997), Beaver (2001),
Gillies (2001), von Fintel and Gillies (2008a).
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in contrast, does not distinguish between (1) and (2).
Next, notice that the following argument appears unacceptable:
(3)

a.
b.

Alex might be at the door.
# So, if Alex is not at the door, Alex might be at the door.

But if might is treated in a classical modal framework, then the argument
should be valid. If some world is such that Alex might be at the door, then
any (material) conditional with this as its consequent is true.
Relatedly, assume I have just found out that Alex is stuck in traffic.
The doorbell rings. The following sounds like a perfectly reasonable line of
thought:
(4)

a.
b.
c.

Alex is stuck in traffic.
Bill might be at the door, and might be stuck in traffic.
So, if Chris is not at the door, Bill must be; and if Chris is
at the door, Bill must be stuck in traffic.

But in a classical modal framework, (4a)-(4c) are inconsistent. Let w be an
arbitrary world. Chris is either at the door or he is not. If he is, then there is
no world accessible from w at which Bill is at the door (due to (4c)), contrary
to (4b). If Chris is not at the door, then there is no world accessible from w
at which Bill is stuck in traffic (due to (4c)), again contrary to (4b).7
7

Admittedly, the last two arguments are not entirely unassailable, since one may respond
that the modalities in (3b) and in (4c) take wide scope over the conditionals. However, and
as Gillies (2001) remarks, one needs to provide a motivation for thinking that the real logical
form of these constructions is other than a conditional with modalized consequent. Invoking
the preservation of classical modal logic begs the question.
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Veltman’s Update Semantics seems to be ideally suited to accommodate
the preceding observations. Start with a simple language L, which is the
smallest set including the set of atomic sentences A = {p, q, ...}, and closed
under negation (¬), conjunction (∧), and the epistemic modal might (3).
Disjunction (∨), the material conditional (⊃), and epistemic must (2)—the
dual of might—are introduced in the usual way.
In the spirit of what was said before, we let W be the powerset of the
set A of atomic sentences, σ be a context iff. σ ⊆ W , I be the set of such
σ’s. The update rules for L are as follows:
(i)
(ii)
(iii)
(iv)

σ + p = {w ∈ σ: p ∈ w}
σ + ¬φ = σ \ (σ + φ)
σ + (φ ∧ ψ) = σ + φ + ψ
σ + 3φ = {w ∈ σ: σ + φ 6= ∅}

Updating a context with an atomic sentence p eliminates all worlds which do
not verify p. Negation is just set subtraction. Updating a context with a
conjunction is a sequential process: update first with the first conjunct, then
update the result with the second conjunct. Clause (iv) leads to a rejection
of the principle of Distributivity, as we will see momentarily. Updates with a
might-claim count as tests on the context. If the context can be consistently
updated with the prejacent—if updating the context with the prejacent does
not return the empty set—then the test is passed and the context remains
unmodified. If the test is not passed, then the context is reduced to the empty
set, i.e. we end up with an inconsistent state. We add the notions of support
and entailment:
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Support φ supported by σ, σ  φ, iff. σ + φ = σ

Entailment φ1 , ..., φn entail ψ, φ1 , ..., φn  ψ, iff ∀σ: σ + φ1 ... + φn  ψ

The semantic proposal under consideration is still eliminative, but due
to the update rule for might, updating is no longer distributive. Assume that
S
σ = {w1 , w2 } and that p ∈ w1 , p ∈
/ w2 . Then σ +3p = σ, but w∈σ {w}+3p =
{w1 } =
6 σ. Assertions involving might impose global tests on a context that are
not reducible to tests on its members treated as local contexts. Notice also that
this framework gets rid of the commutativity of conjunction once epistemic
modals are involved, as required. In the above example, σ + (3p ∧ ¬p) = {w2 }
but σ + (¬p ∧3p) = ∅. There is nothing problematic about the first claim that
what has once been an epistemic possibility gets later excluded, but, all things
being equal, the second claim that what is excluded remains an epistemic
option is unacceptable.
Update Semantics explains the phenomena (1)-(4) in an elegant manner. Assume a context σ according to which either Alex is at the door (A),
or Bill (B ) or Chris (C ), but never two at the same time (thus updating with
the information that it’s Alex at the door is the same as updating with the
information that it is neither Bill nor Chris, etc.). Consider the difference
between (1) and (2) again:
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(1)

Alex might be at the door and [opening the door] it’s not Alex,
it’s Bill. So, Alex must be stuck in traffic.

(2)

# It’s not Alex, it’s Bill and [opening the door] Alex might be
at the door. So, Alex must be stuck in traffic.

Update Semantics easily explains why (1) is felicitous while (2) strikes
the ear as a contradiction. The crucial difference between (1) and (2) lies in
the order of “Alex might be at the door” and “Alex is not at the door.” Given
our update rules, σ + 3A + ¬A is consistent, while σ + ¬A + 3A results in the
inconsistent state. In words, updating σ with “Alex might be at the door” and
then “Alex is not at the door” is consistent, while updating σ with “Alex is
not at the door” and then “Alex might be at the door” returns the inconsistent
state. An epistemic possibility can be consistently ruled out by a subsequent
update, but once a possibility has been ruled out, testing the context for the
existence of such a possibility returns the empty state. Hence (1) is consistent,
while (2) is inconsistent.
A similar line of reasoning explains why the argument in (3) involves a
blatant non sequitur (repeated):
(3)

a.
b.

Alex might be at the door.
# So, if Alex is not at the door, Alex might be at the door.

If the argument were valid, then (3b) should follow from (3a), given
the additional information that Alex, Bill, or Chris are at the door. In other
words, once σ is updated with (3a), it should support (3b). Updating the
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initial context σ with the premise “Alex might be at the door” returns σ, i.e.
σ+3A = σ, since it is not ruled out that Alex is at the door. So the conclusion
follows from the premise just in case it is supported by σ. Given a material
conditional analysis of (3b), the question then is whether σ + (¬A ⊃ 3A) =
σ. Assume that given the standard translation of the material conditional,
the update effects of pφ ⊃ ψq are identical to those of p¬(φ ∧ ¬ψ)q. Then
σ + (¬A ⊃ 3A) = σ + ¬(¬A ∧ ¬3A) = σ \ (σ + ¬A + ¬3A). Now remember
the earlier observation that for all σ, σ + ¬A + 3A = ∅: once A is ruled out, A
fails to be an epistemic possibility. Thus σ + ¬A + ¬3A = σ + ¬A. It follows
that that σ \ (σ + ¬A + ¬3A) = σ \ σ + ¬A = σ + A. Since σ 6= σ + A, it
follows that (3b) does not follow from (3a), as desired.
Finally, consider the line of reasoning in (4) again.
(4)

a.
b.
c.

Alex is stuck in traffic.
Bill might be at the door, and might be stuck in traffic.
So, if Chris is not at the door, Bill must be; and if Chris is
at the door, Bill must be stuck in traffic.

Given the additional information that Alex, Bill, or Chris are at the
door, the conclusion seems to follow from the premises. Let σ ′ be the result
of updating σ with (4a), i.e. σ ′ = σ + ¬A. Since σ ′ is still consistent with Bill
being or not being at the door, updating σ ′ with (4b) returns σ ′ , i.e. σ + 3B +
3¬B = σ. The question then is whether σ ′ supports both conjuncts of (4c).
As before, we assume a material conditional analysis of the conditionals under
consideration. A bit of checking verifies that σ ′ supports the first conjunct of
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(4c) just in case σ ′ \ (σ ′ + ¬C + ¬2B) = σ ′ . But since it is already ruled out
that Alex is at the door, Bill is at the door in all possible worlds of σ ′ +¬C, i.e.
σ ′ + ¬C + 2B = σ ′ + ¬C, which just means that σ ′ + ¬C + ¬2B = ∅. Hence
σ ′ \ (σ ′ + ¬C + ¬2B) = σ ′ \ ∅ = σ ′ , and thus σ ′ supports the first conjunct
(4c). A similar line of reasoning establishes that σ ′ also supports the second
conjunct of (4c). Hence (4c) follows from (4a) and (4b), given the additional
information that either Alex, Bill, or Chris are at the door, as desired.
Update Semantics thus elegantly explains why (1) sounds reasonable
while (2) does not, and why (3) involves a non sequitur, while the conclusion
in (4) indeed follows from the premises. It thus should not be surprising that
Update Semantics is a very successful framework. No other current semantic
apparatus seems to provide an equally elegant way of capturing a wide range
of linguistic phenomena involving might and must.
Epistemic modals seem to speak in favor of dynamic semantics, specifically, a semantics that rejects distributivity. But the case is not well motivated,
as the preceding observations may also be accommodated by truth-conditional
semantics. Consider our original assumption that semantic content is determined by a Kaplanian contextual parameter. One may insist that this is a
too impoverished conception of the effects that context has on what is said.
Specifically, one may insist that the information the conversational context
carries is highly relevant for the truth-conditions of at least some sentences.
And the same observations that supported Veltman’s Update Semantics may
be used to motivate the information-sensitivity of propositional content: the
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truth of a sentence φ does not only depend on a Kaplanian context of utterance and index of evaluation, but also on the information that is carried
by the context in which it is uttered. In other words, when we want to talk
about the proposition expressed by a sentence φ, we have to do so relative to
some Kaplanian context c and Stalnakerian context σ, i.e. we have to write
JφKc,σ . The second parameter σ is just the context in which the utterance of
φ is produced, which also determines the Kaplanian contextual parameter c.
Given the revised conception of propositional content, we have to slightly
revise the Stalnakerian conception of how declarative sentences affect a context. The obvious suggestion is that φ updates a context σ by adding the
proposition expressed by φ at σ (and c) to the common ground:

Revised Static Update For any σ and φ, σ + φ = σ ∩ JφKc,σ

Though the two views look very similar, there is a non-trivial difference. On
the revised Stalnakerian conception of updating, it may fail to be distributive.
Observe that the proposition expressed by φ relative to σ may be different from
the one expressed by φ relative to some σ ′ ⊆ σ. Notice also that σ +φ is always
understood as revising σ with the proposition that φ expresses relative to that
context. Thus it is no longer guaranteed that revising σ with φ is equivalent to
taking the union of revising each point w in σ with φ: after all, the proposition
that φ expresses relative to σ may be radically different from the proposition
it expresses relative to some local context {w}. So updating may fail to be
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distributive, yet the resulting framework is anything but dynamic.
The resulting truth-conditional semantics has the same explanatory
power as Veltman’s Update Semantics, given some obvious tweaks to the
standard story about the meaning of conjunction and might, and a slightly
revised notion of validity. Consider first the following semantic principles for
conjunction and the epistemic possibility operator:

Truth Conditions for Conjunction Jφ ∧ ψKw,c,σ = 1 iff JφKw,c,σ = 1 and
JψKw,c,σ+φ = 1

′

Truth Conditions for Might J3φKw,c,σ = 1 iff ∃w ′ ∈ σ: JφKw ,c,σ = 1

A conjunction is true just in case the first conjunct is true and the second
conjunct is true once we have revised the relevant informational parameter
with the first conjunct. A sentence of the form p3φq is true just in case the
relevant informational parameter provides some world at which φ is true.
Once the truth of a sentence depends on an informational parameter
that may change during discourse and reasoning, we have to modify the notion
of entailment. In evaluating an argument, we have to keep track of how the
premises modify the relevant informational parameter.8 Precisely:
8

See Gillies (2009).
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Information Sensitive Entailment φ1 , ..., φn entail ψ, φ1 , ..., φn  ψ, iff for
all w, c, σ, if Jφ1 Kw,c,σ = 1, . . . , Jφn Kw,c,σ+φ1...+φn−1 = 1, then JψKw,c,σ+φ1 ...+φn = 1

Following tradition, we require that entailment is preservation of truth at
a point, but we now insist that we have to keep track of how the flow of
information modifies the context.
Though highly non-standard, the resulting framework stays faithful to
the static conception of updating. Every declarative sentence of our language
expresses a proposition, though this proposition turns out to be more context
sensitive than we originally assumed. And the update effect of a declarative
sentence is still mediated by propositional content: updating a context with a
declarative sentence consists in adding the proposition expressed to the common ground. Granted, the resulting truth-conditional semantics is dynamic
in spirit due to the importance of keeping track of changes in the relevant informational parameter. But a proponent of truth-conditional semantics does
not have to deny the semantic relevance of such changes. Rather, a proponent
of truth-conditional semantics is committed to a certain view about the role
propositions play in such changes. The conclusion is that the revised static
conception of updating is compatible with the core ideas of truth-conditional
semantics. In addition, it can explain the preceding observations about epistemic modals. Most importantly, it is straightforward to verify that our revised
notion of conjunction is no longer commutative. While p3φ∧¬φq may be consistent, p¬φ ∧ 3φq will always turn out to be false. Thus (1) is consistent,
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while (2) is inconsistent. Furthermore, p¬φ ⊃ 3φq is equivalent to φ. Since
p3φq does not entail φ, the conclusion of (3), “If Alex is not at the door, Alex
might at the door,” does not follow from its premise, i.e. “Alex might be at
the door.” Finally, a bit of checking verifies that ¬A, 3B ∧ 3¬B  ¬C ⊃ 2B
and ¬A, 3B ∧ 3¬B  ¬B ⊃ 2C according to our revised truth-conditional
semantics (given that either Alex, Bill, or Chris are at the door).
The preceding considerations demonstrate that the observations that
originally motivated Update Semantics are not decisive: they can be accommodated by a more sophisticated version of the static conception of updating
and propositional content. We have to improve the case in favor of a dynamic
conception of meaning and communication. But there is another problem with
Veltman’s proposal. Distributivity fails due to the test conception of epistemic
modals: revising the context with an epistemically modalized sentence either
returns the original context or the absurd state, and depending on global features of the context. Less formally, we may say that a judgment of epistemic
modality is either accepted or rejected, and depending on the information that
the context in which it is produced carries. But that means that epistemic
modals never induce non-trivial changes in the context. In other words, they
are never informative:

Informativity For all σ and φ, φ is informative with respect to σ iff σ + φ 6= σ
and σ + φ 6= ∅
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When it comes to the pragmatics of assertions, adding the information encoded in φ to σ should eliminate some but not all elements of σ. Anything
else would miss the point that what is said should be informative. Clearly, epistemic modals are not informative on Veltman’s account. And this is anything
but a minor problem. It points to a substantial deficit of Update Semantics. Intuitively, might-statements are primarily used to draw the audience’s
attention to certain epistemic possibilities. This is why such statements are
sometimes informative, as a speaker may fail to take a relevant possibility into
account. As it stands, the test conception of epistemic modals does not explain
the intuitive role of might-statements in discourse and reasoning.
If Veltman’s Update Sematics provided a comprehensive semantics for
epistemic modals that truth-conditional semantics cannot deliver, we would
have a strong case against truth-conditional semantics. Unfortunately, Veltman fails to deliver a comprehensive theory, and the data that Update Semantics accounts for can also be explained in truth-conditional semantics. It
is thus tempting to conclude that epistemic modals do not pose a substantial
problem for truth-conditional semantics. The starting point of my dissertation
is the claim that we ought to avoid this conclusion: epistemic modals do indeed
require a treatment within the framework of dynamic semantics. Once this
claim has been established, I argue that dynamic semantics resolves a range
of further philosophical problems that are intimately to theoretical questions
about the semantics of modality. Let me conclude this introductory discussion
with a more detailed outline of the following chapters.
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1.4

Chapter Outline

Chapter 2 of this dissertation, entitled “Dynamics of Epistemic Modality,”
demonstrates that dynamic semantics offers elegant solutions to a range of
complex data about epistemic modals in discourse and reasoning. The phenomena that are treated include, but are not limited to, the problem of modal
disagreement, the potential of might- and must-statements to be informative,
and the complex interaction between tense and epistemic modals. The guiding idea of my proposal is that might-statements are frequently used to raise
the audience’s awareness of certain epistemic possibilities. Raising awareness
of a possibility is a non-trivial change in the context (understood here as an
information state), but it cannot be understood as a change that is mediated
by propositional content. At a later stage, I argue that even sophisticated and
flexible truth-conditional frameworks cannot offer a competitive treatment of
epistemic modals. The general problem that such frameworks face is that if
epistemic modals have truth-conditions relative to some body of information,
it is hard to explain how there can be meaningful disputes about what might
or must be the case. Data about modal disagreement have recently motivated relativism in truth-conditional semantics. Even though relativists seem
to be in better shape when it comes to explaining the possibility of disagreement, they face problems in explaining other observations about epistemic
modals. And the case generalizes: dynamic semantics provides a principled
way of accounting for the information sensitivity of modal expressions that
truth-conditional semantics cannot deliver without running into all kinds of
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problems. The conclusion of chapter 2 is that dynamic semantics offers a
treatment of epistemic modals that is indeed superior to theories that can be
provided in the framework of truth-conditional semantics.
Once we have a stable motivation for a dynamic treatment of information sensitive modal expressions, we can use it to develop a promising semantics for a range of other modal constructions. The next two chapters focus
on the Ramsey test for plain indicative conditionals such as “If John is not in
Chicago, then he is Boston.” I develop a dynamic interpretation of Ramsey’s
remarks on conditionals, according to which evaluating a conditional proceeds
by first adding the antecedent hypothetically to what is believed and then
evaluating the consequent on that basis. Conditionals do not express propositions but rather encode rules for thinking. My account is in the spirit of
traditional AGM implementations of the Ramsey test as developed by, e.g.,
Levi and Gärdenfors, but it offers numerous improvements. However, it also
differs substantially from another popular interpretation, namely the suppositional reading as developed by Edgington and others. According to the
suppositional view, conditionals express conditional assertions and are to be
evaluated in terms of conditional probabilities. Chapter 3, entitled “Realizing
What Might Be,” considers a logical link between conditionals and the kind of
expressions that served as the starting point of this dissertation, i.e. epistemic
modals. I critically compare the suppositional view with the dynamic theory
of conditionals and prove, on the basis of a logical link between conditional and
epistemic modals, that the suppositional view is untenable. Its main defect is
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that it cannot predict the logical validity of arguments involving conditionals
like “If John is not in Chicago, then he must be in Boston.” The dynamic view
about conditionals, on the other hand, leads to a natural view about epistemic
modals with the right logic. As such, the dissertation resolves a long-running
dispute between the proponents of an AGM treatment of Ramsey’s remark
and those who defend a probabilistic reading. An AGM treatment, if adequately elaborated in a dynamic framework, gives rise to a successful theory
of conditionals and epistemic modals, while common probabilistic approaches
do not.
In chapter 4, entitled “New Surprises for the Ramsey Test,” I develop
my dynamic interpretation of Ramsey’s remarks on conditionals in more detail.
Of great significance is the fact that my theory accounts for the crucial but
widely neglected difference between supposing the antecedent of a conditional
and coming to believe that the conditional is true. This distinction solves
numerous puzzles about the Ramsey test, including those that are concerned
with conditionals like “If Sally is deceiving me, I do not believe it” (attributed
to Thomason and discussed by van Fraassen, Lewis, Jackson, and others).
The paper also provides a new counterexample to modus ponens, based on
observations about Moore’s paradox and Thomason conditionals. Even more
important, however, is that it explains why such counterexamples may arise.
The explanation rests on a widely neglected feature of dynamic semantics,
namely its potential to draw a tight connection between semantics and formal
epistemology. Once we have a notion of an information state that is fine
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grained enough to answer to the distinction between hypothetical updating
and genuine belief revision, we shall expect there to be cases in which modus
ponens fails to be a reliable rule of inference.
The final §5, entitled “Ought,” demonstrates yet another application
of dynamic semantics to problems in modality. It focuses on the paradoxes of
conditional obligations: statements of what someone ought to do in case other
conditions are fulfilled. Of special importance is the gentle murder paradox
from Forrester (1984), a serious threat to the consistency of deontic reasoning.
In its original form, Forrester’s paradox is designed to put pressure on the principle that deontic ought is closed under logical entailment. While I agree that
ought is not closed under logical entailment, I demonstrate that the problem
goes deeper. The scenario that Forrester considers leads to a paradox independently of what one thinks about closure of ought under logical entailment.
I offer a novel solution to this pressing problem about conditional obligations.
The key insight that drives my account is that belief revision fails to preserve
prior deontic commitments: new information may defeat prior deontic commitments, even if the new information is consistent with one’s current beliefs.
This insight is elaborated in a dynamic semantics for ought and the indicative
conditional. The resulting framework also offers a novel solution to the miners paradox from Kolodny and MacFarlane (2010), who conclude that modus
ponens is an invalid rule of inference. While I agree that modus ponens may
fail to be valid in some circumstances, I maintain that rejecting modus ponens is neither necessary nor sufficient to solve the miners paradox, and that
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Kolodny’s and MacFarlane’s argument for selecting modus ponens as the culprit fails. Instead of rejecting modus ponens, I solve the miners paradox by
rejecting a principle that naturally fails in dynamic semantics, i.e. proof by
cases. The framework developed may serve as a starting point for a detailed
theory about the role of ought in discourse and reasoning that is friendly to
noncognitivism in ethics. I tentatively outline how this goal may be achieved.
If my arguments are sound, dynamic semantics is a well-motivated view
in philosophy of language, and its perspective on modality solves profound
problems in metaphysics, epistemology, and ethics. There is no reason to
think that the philosophical impact of dynamic semantics is limited to the
issues addressed in this dissertation. On the contrary, we will encounter a
range of issues that are beyond the scope of the current investigation, but
clearly deserve further investigation from a dynamic perspective. The views
developed in this dissertation are thus only the starting point of a long-term
research project.
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Chapter 2
Dynamics of Epistemic Modality
2.1

Introduction

The goal of this paper is to develop an alternative to the orthodox view that
our best semantic theory ascribes to epistemically modalized sentences truthconditions relative to what is known. According to the alternative I am proposing, such sentences have content, but not truth-conditional content. Instead,
the meaning of an epistemically modalized sentence is best understood in terms
of its context change potential (CCP). Consider the following example. Mary
is looking for her keys, Alex is trying to help.
(1) Mary:
Alex:
Mary:

I can’t find my keys.
They might be in the car.
Oh, OK, I’ll go and check.

In this simple discourse, Alex tells Mary that the keys might be in the
car. Mary learns something by being told that the keys might be in the car:
there is a change in her epistemic situation. Intuitively, what has happened
is that she is now aware of the possibility of the keys being in the car. It
is this dynamic effect of Alex’s utterance—the type of change it is designed
to induce in the hearer’s information state—that I take as the starting point
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of my proposal. Adequately elaborated, this framework delivers a non-truthconditional yet strictly compositional semantics.
I offer two arguments for the semantic framework developed in this
paper. First, I demonstrate that, unlike the orthodox view, the framework
provides a simple and unifying perspective on disagreement about epistemic
modality and disagreement about matters of fact. Second, I show that the
framework also explains a range of puzzling observations about might and
must that go beyond the phenomenon of modal disagreement.
My plan is as follows. In the remainder of this section I provide some
initial motivation for departing from orthodox semantics: such a semantics fails
to deliver a simple and uniform perspective on disagreement about epistemic
modality and disagreement about matters of fact. In §2 I will tell just enough of
my dynamic story to offer the desired perspective and to show that it does not
have a Frege-Geach problem. In §3 I show how the framework developed in this
paper takes care of some further tricky data. §4 extends the basic framework
with a semantics for tense and explains the various ways in which we may
assess judgements of epistemic modality in the light of new evidence. The
final §5 offers a more in-depth comparison between the framework developed
in this paper and the orthodox perspective.
Virtually everyone thinks that epistemically modalized sentences have
truth-conditions relative to what is known, so I should say a bit about why I
reject the orthodox view. It is a well-worn story that orthodoxy has to become
quite extravagant if it wants to do justice to how such sentences are used in
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discourse. For what is known varies from speaker to speaker, and people have
the habit of evaluating present tense claims of epistemic modality by testing
them against their own perspective. Consider the following variation of the
first example (from von Fintel and Gillies (2008b)):
(2) Mary:
Alex:
Mary:

I can’t find my keys.
They might be in the car.
No, they can’t be in the car. I still had them with me
when I came in.

The intuition is that Mary denies what Alex has asserted, namely that the keys
might be in the car. We cannot predict this if we interpret Alex and Mary as
reporting on what is or is not compatible with what they (respectively) know.
One extraordinary version of the orthodoxy—the relativist version—
is that epistemically modalized sentences vary in truth-value across points of
assessments (a judge or some other sequence which varies with the assessor).
So Alex’s utterance is literally true when he is the judge and false when Mary
is (and vice versa for Mary’s utterance).1 Another radical position—the most
recent contextualist approach to epistemic modals—is that we have to give
up the idea of a unique contextually determined proposition expressed by a
judgment of epistemic modality. Alex’s utterance has a solipsistic reading but
in addition affects the discourse by “putting into play” the proposition that
the keys being in the car is compatible with what Mary knows. And once we
have reinvented the pragmatics of assertion and denial, we can predict that
1

See Egan et al. (2005), Egan (2007), Yalcin (2007), Stephenson (2007, 2008),
MacFarlane (2010).

32

this discourse effect legitimates Mary’s denial of Alex’s utterance.2 These are
evidently complex views, too complex to be efficiently dismantled here.3 But
they are also complex enough to make one wonder whether orthodoxy itself is
the problem and how much simpler life could be without it.
It is, to say the least, a bit surprising that the dispute in (2) is problematic. From a naive perspective, the case seems completely innocent. Mary
rejects Alex’s judgment on the basis of what she knows. She knows that the
keys cannot be in the car, and this is why she denies what Alex has asserted.
From this perspective, the dispute about where the keys might be does not
really differ from the following dispute about matters of fact:
(3) Mary:
Alex:
Mary:

Where are my keys?
They are in the car.
No, they are not. I still had them with me when I came
in.

Here again one wants to say that Mary evaluates Alex’s claim against her own
perspective. She knows that the keys are not in the car and, as a result, denies
what he has asserted. Variation in what is known leads to different assessments
of Alex’s claim—Alex thinks it is right, Mary thinks it is wrong—and this is
just how things should be.
2

See von Fintel and Gillies (2010). Kratzer (1977, 1981, 1991) is the locus classicus of
contextualism. See also Hacking (1967), Teller (1972), and DeRose (1991) for some letters
of support for this view.
3
In the present discussion I have omitted a view that has served as the whipping boy in
modern debates about epistemic modality, namely that epistemically modalized sentences
are always used to describe what is known by a contextually salient group of individuals
(in most cases involving the speaker). For critical discussion see Egan et al. (2005), §2 and
MacFarlane (2010), §3.
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In the dispute about matters of fact there is a difference in what Alex
and Mary know. This difference has a pragmatic but no semantic effect on the
discourse: it is relevant for how Alex and Mary assess the claim that the keys
are in the car, not for what they say when they state that the keys are/are not
in the car. This is why Mary can evaluate Alex’s judgment against her own
perspective without risk of misinterpreting what he said. The naive perspective
assumes that differences in what is known play exactly the same role when it
comes to judgments of epistemic modality: what one knows determines how
one assesses a judgment of epistemic modality, but does not matter for what
one says by making such a judgment. Everybody, I think, can agree that the
naive conception is very attractive: it offers a simple and uniform perspective
on disputes about epistemic modality and disputes about matters of fact and,
what is more, creates no need for relativism or some new age contextualism.
Highlighting the naive perspective on disputes about epistemic modality is important because it helps us appreciate why the orthodox view leads
to so many complexities. On the orthodox view, the differences in what is
known do have a semantic effect on Alex’s and Mary’s dispute about where
the keys might be. What Alex says is true just in case the keys being in the
car is compatible what he knows: Mary seems to misinterpret what Alex just
said when she rejects his claim on the basis of what she knows. It now becomes a nontrivial task to get the facts about modal disagreement straight.
Relativists isolate a content common to Alex’s and Mary’s judgment which is
true given Alex’s epistemic situation and false from Mary’s perspective. New
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age contextualists enrich what Alex has said so that he also makes a wrong
judgment about Mary’s epistemic situation, thus legitimatizing Mary’s rejection of Alex’s claim on the basis of what she knows. But none of this would
be necessary were we to accept the naive view that one’s epistemic situation
is only relevant for how one assesses a judgment of epistemic modality, and
not for what one says when one makes such a judgment.
What I have done so far is to contrast two possible views about the role
of one’s epistemic situation for judgments of epistemic modality. On the naive
conception the role is only of a pragmatic kind: what one knows is relevant for
how one assesses a judgment of epistemic modality, period. On the orthodox
view, the role is also of a semantic kind: what one knows is of relevance
for the truth-conditions, and hence the semantic content, of a judgment of
epistemic modality. I have also outlined some motivations for adopting the
naive conception. The conclusion is that we have reason to look for a theory
that stays faithful to the naive conception.
In the remainder of this article I demonstrate that the naive conception
is indeed a viable position. My suggestion then is to throw orthodox semantics
for epistemically modalized sentences overboard. True, no one knows how
to give sane truth-conditions for epistemically modalized sentences without
signing up for the orthodoxy, but this just means that we should not give
them truth-conditions in the first place. Our semantic story should run under
the slogan that epistemically modalized sentences have content, but not truthconditional content. Let me now show that such a story can be told.
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2.2

Dynamics

In §1 I said that our semantics for epistemically modalized sentences should
look at the context change potential (CCP) of these sentences rather than
their truth-conditions. Hence the semantics I intend to develop is a dynamic
semantics. The section is structured as follows. In §2.1 I give an informal
outline of my semantic proposal. The formal details are elaborated in §2.2. §2.3
shows how, given some very simple pragmatic assumptions, the framework can
provide the desired uniform perspective on modal and factual disputes. The
final §2.4 shows that my semantics avoids the notorious Frege-Geach problem
even though it is non-truth-conditional.
2.2.1

Outline

One way of motivating a dynamic perspective on meaning and communication
starts with a familiar picture about context-content-interaction.4 Take the truisms about assertions from Stalnaker (1978): assertions express propositions
and are made in a context. Context and what is said frequently affect each
other. Since language has context-sensitive expressions, which proposition the
assertion expresses may very well depend on the context. Assertions in turn
affect the context, and they do so by adding the proposition expressed by that
assertion to the context.
In Stalnaker’s picture all context change is mediated by propositional
4

The following is an abridged version of the extended discussion in chapter 1.
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content, and so we may happily maintain that the primary task of a semantic
theory is to assign, to each declarative sentence of a given language, a truthcondition determining proposition. But the picture also suggests a change of
perspective: instead of being all about truth-conditions, a semantics may be
all about how an utterance relates an input context (the context in which
it is made) to an output context (the context posterior to the utterance).
Meanings then become fully relational: they are relations between contexts.
Of course, and hopefully to the traditionalists’ relief, some context change
may be mediated by propositional content, but there is no commitment to the
claim that all context change is thus mediated. It is this lack of commitment
that I intend to exploit in my story about epistemic modality. Epistemically
modalized sentences have CCP, but the context change is not mediated via
propositional content. So it is in this sense that claims of epistemic modality
have content, but no truth-conditional content.
With so much focus on contexts, it is legitimate to ask what exactly
they are supposed to be. The answer depends on the specific goals of one’s
dynamic proposal. I am primarily interested in the interaction between epistemically modalized sentences and an agent’s epistemic situation, and so I will
treat contexts as information states.5 Such a dynamic approach is not only in5

It is no coincidence that Veltman (1985, 1996) treats contexts in the same way as I
do, since my proposal bears some resemblance to his Update Semantics. However, the
differences between the upcoming proposal and Update Semantics are substantial, primarily
because the latter cannot explain why utterances of epistemically modalized sentences can
be informative for the audience. So you may wish to take a look at Veltman’s work in case
you are interested in the original. See also Groenendijk et al. (1996a), van der Does et al.
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teresting due to its lack of commitment to ascribing truth-conditions to every
epistemically modalized sentence. It also offers an appealing perspective on
our observation about how utterances of epistemic modality are assessed by
different people: since the effect of an utterance may vary from information
state to information state, we should expect that speakers may have different
reactions to one and the same utterance, let it be factual or modal. Thus the
story I wish to tell will be in a position to offer a simple and uniform account
of how speakers assess utterances in discourse.
It is common to model information states as sets of possible worlds
compatible with what is known by the agent. This view has a problem, but
it is not the problem that one often finds in the literature. The problem of
logical omniscience—that if an agent knows φ, then the agent also knows all
the logical consequences of φ—is deep and deserves further analysis, but not
here. The problem I have in mind is that if we just consider the set of possible
worlds compatible with what is known and call those the agent’s epistemic
possibilities, then all epistemic possibilities are created equal. This may often
be unproblematic, but it is inappropriate for current purposes. Let me explain.
Intuitively, an agent who learns that so-and-so might be the case becomes aware of a certain epistemic possibility—something which has been
previously merely compatible with what is known becomes a “live” epistemic
(1997), Beaver (2001), and Gillies (2001) for some applications and extensions of Veltman’s
proposal. This proposal is also the one favored by von Fintel and Gillies (2008a), but does
not play a role in their later work on epistemic modals.
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possibility. p is a live epistemic possibility for an agent S if and only if, whenever the agent considers how things might completely be, S will include p.
When this is not so yet S has no information ruling out p, then p is just a plain
epistemic possibility. This intuition underlies my proposal for the semantics of
sentences involving might: such sentences change an agent’s information state
by making that agent aware of certain epistemic possibilities. In other words,
such sentences change plain epistemic possibilities into live epistemic possibilities. To capture this intuition, our information states need to be fine-grained
enough so that we can distinguish between what is merely compatible with
the agent’s information and what is a live epistemic possibility—a possibility
that the agent is aware of. This is why we cannot simply model information
states as sets of possible worlds compatible with what is known.
There are different ways of modeling the distinction between mere epistemic possibilities and live epistemic possibilities, but not all of them will serve
our purpose. Consider, for example, a view which postulates a single set of
possible worlds, but adds a partition of this set as a bit of additional structure.6 From a dynamic perspective, the role of claims of epistemic possibility
would then be similar to the role of questions in that they raise issues. Such
operations do not embed very well, however, and so I will choose a different
approach here.7 The idea is that information states are reconstructed as sets
6

This is the approach taken by Yalcin (2010) and good enough for his purposes. But
these purposes do not include telling a dynamic story about might and must, and so what
works for him may not work for me.
7
Considerable progress has been recently made towards a semantics which allows for em-
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of sets of possible worlds. p is an epistemic possibility in an information state
Σ if there is at least one set of possible worlds in Σ containing a p-world (a
world at which p is true). p is a settled or live epistemic possibility in an
information state Σ if and only if every set of possible worlds in Σ has a pworld in it, provided there is at least one set of possible worlds in Σ. So we
have epistemic possibilities that are not live epistemic possibilities, and on top
of that preserve the simple and elegant structure of a possible worlds model.
This will bring us much happiness once we take care of the technical details.
The general idea, then, is to understand the meaning of a sentence
as an instruction to move from one information state to another. Might is
designed to transform an information state by highlighting possibilities that
have so far been merely compatible with what is known. To elaborate this
idea, information states must be fine-grained enough so that we can distinguish
between live epistemic possibilities and what is merely compatible with what
is known. Let me now move on to the details of the proposal.
2.2.2

Details

The protagonists of the story I will tell are epistemically modalized sentences,
and since we do not care too much about sentential structure, the initial lanbeddings of questions, e.g. by Asher (2007), Asher and Lascarides (2009), and Groenendijk
(2009). However, Groenendijk’s framework does not allow for simple negations of questions,
and on the other proposals a question like “Are the keys in the car?” relates to its negation
“Aren’t the keys in the car?” in a way which is quite different from the way “The keys might
be in the car” relates to “The keys can’t be in the car.” Accordingly, it is hard to see how
any of these proposals could be of help when we try to give a semantics for epistemically
modalized sentences.
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guage is confined to classical propositional language, but extended with the
epistemic possibility operator (3) and the epistemic necessity operator (2):

Definition 1 (Base Language) L is the smallest set that contains a set of
sentential atoms A = {p, q, ...} and is closed under negation (¬), conjunction
(∧), and the epistemic modal might (3). L0 is defined as the non-modal fragment of L. Disjunction (∨), the material conditional (⊃), and the epistemic
modal must (2) are defined in the usual way.

The suggestion is to understand the meaning of a sentence in terms
of its context change potential, with contexts being treated as information
states. Modeling information states as mere sets of possible worlds is not good
enough: this strategy would fail to provide the required distinction between
live epistemic possibilities and what is merely compatible with what is known.
My preferred alternative is to treat information states as sets of sets of possible
worlds.8 The relevant definition is as follows:

Definition 2 (Possible Worlds, States, Information States) w is a possible world iff. w: A 7→ {0, 1}. W is the set of such w ’s. σ is a state iff
8

Beaver (2001), §9, construes a discourse participant’s representation of the common
ground in terms of sets of sets of possible worlds, which allows him to account for the
possibility that a discourse participant may simply not know what the common ground is.
Here I will use sets of sets of possible worlds for the very different purpose of distinguishing
between two kinds of epistemic possibilities. This distinction will play a crucial role in my
semantic proposal for epistemic modals.
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σ ⊆ W . S is the set of such σ’s. Σ is an information state iff Σ ⊆ (S \ ∅), i.e.
an information state is a (possibly empty) set of non-empty sets of possible
worlds. I is the set of such Σ’s. The initial information state Σ0 is identical
with S \ {∅}, the absurd information state Σ∅ with ∅.

All of this is based on a quite familiar idea: start with the classical
conception of an information state as a set of possible worlds. A possible
world is a complete answer to the question “What is factually the case?,”
and one often says that p is settled in an information state just in case every
world in it is p-world. Similarly, we can think of a set of possible worlds as a
complete answer to the question “What might be the case?,” and understand
an information state as a set of differing answers to that question. And of
course, for this picture to make sense there need not be a fact of the matter
about what might or might not be the case—there is no need for some piece of
reality to be captured by a set of possible worlds. But that does not mean that
information states do not represent at all. Given an information state Σ, we
may legitimately ask whether the actual world wa is an epistemic possibility,
S
and this is just to ask whether wa ∈ {σ: σ ∈ Σ}. If it is, then Σ is truthful, as
the information encoded in it does not rule out the actual world; otherwise we
can say that Σ misrepresents reality. In other words, the present conception of
information states as sets of sets of possible worlds allows us to say everything
the classical conception allows us to say, and a bit more.
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To get a feel for the notion of an information state, it is helpful to make
more precise the two ways in which p may be an epistemic possibility for an
agent:

Definition 3 (Possibilities (Special Case)) Consider any Σ ∈ I and p ∈ A:
1. p is an epistemic possibility in Σ iff ∃w ∈

S

Σ: w(p) = 1

2. p is a live epistemic possibility in Σ iff ∃w ∈

S

Σ: w(p) = 1 and

∀σ ∈ Σ ∃w ∈ σ: w(p) = 1
There are information states in which p is an epistemic possibility—
p is not excluded by the agent’s information—but p is not a live epistemic
possibility. In such an information state there is a state without a p-world.
As a preparation for how information states are modified in the light
of new information, we lay out how formulas in L affect the elements of information states. Once this is in place, we will define updates of information
states in terms of updates on their elements.

Definition 4 (Updates on States) Consider any σ ∈ S, p ∈ A and φ, ψ ∈ L.
An update on a state is a function ↑: S 7→ S defined by the following recursion:9
9

If necessary, the update effects of elements of L can be relativized to contexts of utterance. But it is not necessary now, as epistemic modals are not context-sensitive.
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(1)
(2)
(3)
(4)

σ
σ
σ
σ

↑ p = {w ∈ σ: w(p) = 1}
↑ ¬φ = σ \ (σ ↑ φ)
↑ φ ∧ ψ = (σ ↑ φ) ↑ ψ
↑ 3φ = {w ∈ σ: σ ↑ φ 6= ∅}

The clause in (1) requires that updating a state σ with an atom p
eliminates all possibilities from σ in which p is false. According to clause
(2), updating with p¬φq comes down to leaving everything in σ which gets
eliminated by an update with φ. To update a state with a conjunction, update
with the first conjunct and then update the resulting state with the second
conjunct (cf. (3)). Clause (4) captures a test-conception of claims of epistemic
modality. Updating of σ with a formula of the form p3φq is to run a test on
the state: if updating σ with φ does not return the empty set, the state passes
the test. Otherwise, we get back the empty set, and we do not need to consider
the state at a later stage. For example, updating σ with 3p returns σ if there
is at least one p-world in σ, and returns the empty set otherwise.10 At the
level of states, then, epistemic possibility is an all-or-nothing affair. That just
follows from the idea that states are complete answers to the question what
might be the case. No accessibility relation is appealed to or will be needed
to give us the result we want.

10

These rules, and in particular the test-conception of epistemically modalized sentences,
lie at the heart of Veltman’s Update Semantics. But as we will see, how updates on states
work is only one part among many others in a complete dynamic story about might and
must.
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We can now describe what impact formulas of L have on an information state. In the spirit of the present proposal, we will call a full description
of the impacts of a formula φ on information states its meaning. The purpose
of a semantics is then not to assign a truth-condition determining proposition
to each formula in L. Instead, semantic values are fully relational: they are
relations between information states.

Definition 5 (Updates on Information States) Consider any Σ ∈ I and
φ ∈ L. An update on an information state is a function [.] : I 7→ I defined as
follows:

Σ[φ] = {σ ∈ S: σ 6= ∅ ∧ ∃σ ′ ∈ Σ: σ ′ ↑ φ = σ}

Update of an information state Σ with a formula φ thus comes down to
the following procedure: first update every element of Σ with φ; then gather
all the resulting states together, leaving out the empty state. This gives you
the output information state. We can now generalize the notion of a (live)
epistemic possibility introduced in the third definition:

Definition 6 (Possibilities (General Case)) Consider any Σ ∈ I and φ ∈
A:
1. φ is an epistemic possibility in Σ iff Σ[φ] 6= ∅
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2. φ is a live epistemic possibility in Σ iff Σ[φ] 6= ∅ and ∀σ ∈ Σ : σ ↑ φ 6= ∅
The following notions will turn out useful in later discussion.

Definition 7 (Settledness, Admission, Entailment) Let Σ be an information state and φ, ψ be formulas:
1. Σ supports φ, φ is settled in Σ, Σ  φ, iff Σ[φ] = Σ
2. Σ admits φ, Σ ⊲ φ, iff Σ 2 φ and Σ 2 ¬φ
3. φ entails ψ, φ  ψ, iff ∀Σ: Σ[φ]  ψ
There are three possible relations between a Σ ∈ I and φ ∈ L: Σ  φ,
Σ ⊲ φ, or, the unfortunate case, Σ[φ] = ∅.
We are now in a position to lay out a couple of important features of
the current framework. First, we find that a non-absurd information state
supports p3φq just in case φ is a live epistemic possibility:

Fact 1 Given non-absurd Σ, Σ  3φ iff φ is a live epistemic possibility
in Σ

Since Σ[3φ]  3φ, we get the desired result that an admissible update
with an epistemically modalized sentence raises the prejacent to a live epistemic possibility. Specifically, any admissible update with p3φq raises φ from
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something merely compatible with what is known to a live epistemic possibility. And that is just what seems to happen in our very first example (1).
There is a change in Mary’s information state when she is told that the keys
might be in the car. And the change is just as the framework predicts it to
be: she is now aware of the possibility of the keys being in the car.
Judgments of epistemic modality and factual judgments stand in the
right logical relations to one another. On the one hand, once one has accepted
some φ from our non-modal fragment L0 of L, one is also committed to the
corresponding judgment of epistemic necessity:

Fact 2 For all φ ∈ L0 : φ  2φ

As an immediate consequence, once φ ∈ L0 is settled in Σ, there cannot
be any doubt about φ, i.e. the possibility of φ being false is excluded from Σ.
On the other hand, an agent for whom φ is a live epistemic possibility
is in no way committed to φ being true:

Fact 3 3φ 2 φ

If φ is a live epistemic possibility in Σ, Σ won’t admit the judgment
that φ must be false. But it is not excluded that φ turns out to be false.
Might is non-factive. And since might and must are duals by design, it follows
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immediately that Contraposition fails. That is the right result when we have
a dynamic consequence relation: once your information state supports φ it
also supports p2φq; but it does not follow that p¬φq is settled whenever the
falsity of φ is a live epistemic possibility.
Finally, we find that the current framework validates the characteristic
axiom of S5:

Fact 4 3φ  23φ

Thus any combination of boxes and diamonds reduces to the innermost
operator. This is an acceptable result, I think, as embedding an epistemic
modal under another epistemic modal does not in general have any interesting
semantic effects.11
This is all I have to say about the semantics of L.12 And with a bit of
pragmatic underpinning, it is all we need to deliver the promised perspective
on disputes about epistemic modality.
11

Sorensen (2009) presents examples that purport to demonstrate that no adequate logic
for epistemic modals can validate the characteristic axiom of S5. The cases he presents
raise issues that are too complex to be discussed here. See Yalcin (2009) for a response to
Sorenson’s critique.
12
At least that is all I have to say without digressing too much. One thing that certainly
deserves further discussion—especially when one is in a dynamic mood—is the assumption
that might and must are duals. The fact that might and must behave differently when it
comes to modal subordination (Roberts (1987, 1989)) speaks heavily against this view. But
all this is irrelevant for current purposes, and the story could be extended to cover modal
subordination, adopting some of the things said by Asher and McCready (2007).
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2.2.3

Disputes

First, here is an appealingly simple picture about pragmatics. In ordinary
circumstances, an assertion of φ is made with the intention that the hearers
update their information states with the content, i.e. the CCP, of φ. How
hearers assess an utterance of φ will then depend on the update effects of φ
on the their information states. Thus we have a two-stage picture: first determine how well φ plays with the current information state and then assess the
assertion of φ on that basis.

Assessment Let φ ∈ L and consider a subject A with information state ΣA .
Then A will by default assess an utterance of φ as follows:
• Agree in case ΣA  φ
• Admit in case ΣA ⊲ φ
• Reject in case ΣA [φ] = ∅
In words, A will agree with φ if A’s information state already encodes
the information encoded in φ. If A’s information is incompatible with φ, then
we expect A to reject an assertion of φ. And finally, if A is agnostic about φ,
then A might as well admit that φ is the case.
I have promised a simple and uniform perspective on Alex’s and Mary’s
disputes about the keys, and I can now deliver. First example: Mary denies
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what Alex has asserted, as the content of her assertion—that the keys can’t be
in the car—is just the negation of what Alex has said. The difference in what
is known is not relevant for what they say when they make their utterances,
but for why they say it. Let p stand for “The keys are in the car,” and let
ΣA and ΣM be Alex’s and Mary’s information states, respectively. The crucial
difference between Alex and Mary is that ΣA  3p but ΣM  ¬p and thus,
by Fact 2, ΣM [3p] = ∅. So variation in what is known fully explains why
Mary denies what Alex has asserted, and does nothing to threaten our ability
to predict that there is a dispute in the first place. And we can say the same
about the second example, the only difference being that here ΣA  p, i.e.
Alex accepts that the keys are in the car. Again, Mary denies what Alex has
asserted, and this is because ΣA  p but ΣM [p] = ∅.
What makes all of this possible is that variation in what is known has
a pragmatic but no semantic effect on epistemic modals: variation in what is
known leads to variation in how statements of epistemic modality are assessed,
and not to variation in what people say when they utter an epistemically
modalized sentence. And we can hold this view because we have managed to
develop a semantics that does not ascribe truth-conditions to such sentences.
Instead, the content of epistemically modalized sentences is described in terms
of how they affect contexts, here understood as information states. No other
semantics can offer a comparably attractive perspective on disputes about
epistemic modality and disputes about matters of fact. I conclude that the
suggestion made in this paper is superior to alternative theories.
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2.2.4

The Frege-Geach Problem

In §2.1 I outlined Stalnaker’s picture about context-content interaction. This
picture is truth-conditional at heart since all context change is mediated by
truth-conditional content. It is important to notice that Stalnaker’s view remains intact as long as we only consider the non-modal fragment L0 of our
toy language. For each element of L0 we can define a set of indices at which
it is true.

Definition 8 (Propositions) The function J.K assigns to each φ ∈ L0 a
proposition, understood as a subset of W, as follows:
(1) JpK = {w ∈ W : w(p) = 1}
(2) J¬φK = W \ JφK
(3) Jφ ∧ ψK = JφK ∩ JψK
It is now easy to verify that updating a state σ with φ ∈ L0 comes
down to adding the proposition associated with φ to σ:

Fact 5 For all φ ∈ L0 , σ ∈ S: σ ↑ φ = σ ∩ JφK

But all of this is quite consistent with the claim that we cannot understand the context change that is initiated by an epistemically modalized
sentence in a Stalnakerian fashion. Updating a state with such a sentence
eliminates either all or no possibilities, and depending on global features of
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the state.13 Hence we will not find some proposition that mediates the kind of
context change that is induced by an epistemically modalized sentence. And
that is just how things should be. Might-statements are simply not designed
to deliver some true or false description of reality: they have content, but not
truth-conditional content.
What the current framework does, then, is to show how we can combine
two quite distinct intuitions into one unified picture. On the one hand, it is
hard to see how Stalnaker’s view could be false when we look at assertions
about matters of fact. On the other hand, the view also seems to be off
track when it comes to discourse about what might or must be. Our dynamic
framework shows how these two views can live happily with each other: some
but not all context change is mediated by propositional content, and if the
meaning of a sentence is its context change potential, that allows for a plausible
but unified semantics for a language that includes epistemic modals.
Some people say that all merits aside, a non-truth-conditional semantics for epistemically modalized sentences fails to be viable. The plain reason
is that such sentences embed (though not as freely as factual sentences), and
thus a semantics for such sentences has to be truth-conditional to avoid the
Frege-Geach problem.14 This is certainly a fair objection to the popular view
that epistemic modals are used to express some kind of “comment,” indicating
13

Another way of putting the point is that unlike updating
σ with an element of L0 ,
S
updating σ with p3φq fails to be disbtributive: σ ↑ φ 6= w∈σ {w} ↑ φ.
14
See, e.g., MacFarlane (2010), §4.
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the degree or source of the speaker’s commitment to the embedded proposition.15 Such theories are clearly in bad shape when it comes to embeddings.
But it should be already obvious from what has been said so far that the
framework laid out here does not suffer from this problem—it gives clear answers to what happens when epistemic modals are embedded under negation,
conjunction, etc. Not only that, but the treatment of negation, conjunction,
etc. yields the right results. Specifically, it is straightforward to predict that
“It might be raining” and “It can’t be raining” are inconsistent:

Fact 6 For all p ∈ A:  ¬(3p ∧ ¬3p)

This observation straightforwardly follows from our well-motivated treatment of negation: updating a state σ with p¬φq leaves everything in σ that
get eliminated by an update with φ. It follows that updating a state σ with
p3pq and then with p¬3pq yields the empty set. Hence updating σ with
p¬(3p ∧ ¬3p)q will always return σ, which just means that p¬(3p ∧ ¬3p)q
is a tautology.16 So there is no reason at all to believe that there is any
embedding problem for the framework developed so far.
15

This approach to epistemic modality operators as comments on embedded propositions
is certainly the standard non-truth-conditional view. See, among many others, Kant (1781),
Frege (1879), Price (1983).
16
This is a crucial difference between my account of negation and expressivist treatments
of negation as developed by Gibbard (1992, 2003) and Horgan and Timmons (2000, 2006).
As Schroeder (2008) has shown in his discussion of moral expressivism, none of the current
expressivist accounts of negation can explain why “Murder is wrong” and “Murder is not
wrong” are inconsistent.

53

One may object that the embedding problem is not really solved, as we
also know that epistemically modalized sentences may occur under the scope
of attitude ascriptions. Thus consider:
(4) a.
b.

Alex believes that the keys might be in the car.
Mary does not believe that John must be in Chicago.

The fact that epistemically modalized sentences may appear under the
scope of attitude verbs is often perceived as yet another embedding problem
for a non-truth-conditional semantics of such constructions. The problem,
however, is unreal. Let me explain.
What is true is that if such verbs denote relations between individuals and truth-condition determining propositions, then every semantics will
be in trouble which does not assign to epistemically modalized sentences such
propositions. But we may as well understand attitude verbs as denoting relations between individuals and CCPs.17 More precisely, let s range over indices
of evaluation, e range over individual objects, t range over truth-values. If
attitude verbs denote relations between individuals and propositions, they are
of type hhs, ti, he, tii. Things look only slightly different from the alternative
perspective. States are, like propositions, of type hs, ti, information states are
of type hhs, ti, ti, and CCPs are of type hhhs, ti, ti, hhhs, ti, ti, tii. Thus if at17

If you think that belief is a relation between individuals and sentences, be my guest—
that is something a fan of the dynamic picture could say as well. I am primarily interested
in how the conception of attitude verbs as denoting relations between individuals and CCPs
may help us resolve the Frege-Geach problem. See Heim (1992) and Zeevat (1992) for
a discussion of how this conception may lead to an adequte theory of presuppositions in
attitude contexts.
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titude verbs denote relations between individuals and CCPs, they are of type
hhhhs, ti, ti, hhhs, ti, ti, tii, he, tii. The only notable difference between the two
proposals is the type of the first relatum. From a structural perspective, the
proposals are alike: to say that “S believes that φ’ is to claim that S stands in
the belief-relation to the meaning of φ, i.e. a proposition or—if one prefers the
dynamic view—a CCP. Thus whatever option we take, we capture the usual
inferential features of attitude ascriptions that frequently motivate a relational
analysis.
One may nevertheless think that I have not solved the problem in its
entirety. The issue is not one of pure logical form but rather of our common
sense conception concerning belief. It is tempting to say that beliefs are essentially representational: there is a piece of reality that a belief is about. Hence
we will leave out an important feature of beliefs about epistemic modality in
case we do not provide them with truth-conditional content.
As a response, it is important to see that we do not have to think of belief as essentially representational. Instead we may think of belief holistically:
what one believes is a matter of what the information state as a whole supports.
On this view, an agent S who is in an information state Σ believes φ just in
case adding φ to Σ does not induce a change—just in case Σ already contains
the information encoded in φ. Thus our lexical semantics would associate the
following denotation with to believe:
(5) JbelieveKi = λR. [λx. ∃Σ: x is in Σ at i and hΣ, Σi ∈ R]
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In other words, a sentence of the form pS believes that φq is true at an
index i if and only if S is in a φ-supporting information state at i. The semantics of such sentences is then given in terms of their CCPs: they eliminate,
from each information state, those worlds in which the subject is not in an
appropriate information state. It follows that we have every reason to think
that the dynamic framework developed in this article avoids the Frege-Geach
Problem. The proposal gets the facts about logical connectives right and delivers a structural analysis of belief-attributions. Moreover it provides the basics
of a holistic view of belief, which responds to the worry that truth-conditional
content must be the hallmark of belief.18

2.3

Bonus

The framework developed in the previous section allows for a simple and uniform view on the two disputes between Alex and Mary. This is an achievement,
for no other semantic theory currently on the market does the same. In addition to that, it can explain a range of puzzling data about epistemic modals. I
18
A worry that is closely related to the worry about belief: I have repeatedly said that one
may learn that φ might be the case. This suggests that one may come to know that φ might
be the case. The worry now is that one cannot come to know something unless it is true, and
hence epistemically modalized sentences must have truth-conditions. A proper analysis of
learning and knowledge in the context of epistemic modality must be left to future research.
It suffices to say at this point that the worry is poorly motivated. On my view, learning
that φ might be the case should be understood as involving a cognitive enhancement that
goes together with the acquisition of some new skills. This cognitive change does not consist
in ruling out certain epistemic possibilities. Hence there is no reason to think that coming
to know that φ might be the case consists in acquiring truth-conditional information about
wordly facts.

56

will first describe the observations (§3.1) and then explain how the framework
accounts for them (§3.2).
2.3.1

Data

2.3.1.1

Epistemic Contradiction

One observation that has received a lot of attention in recent discussion is
that there is an interesting logical connection between factual judgments and
present tense claims of epistemic modality. Thus Yalcin (2007, 2010) observes
that the following sentence (6a) sounds terrible, and cannot even be supposed
to be true:
(6) a.
b.

# It is raining and it might not be raining.
# Suppose it is raining and it might not be raining.

It may be tempting to treat the infelicity of (6a) as a matter of pragmatics, analogous to Moorean paradoxical constructions of the form “φ but I do
not believe that φ.” However, (6a) differs from Moore’s paradoxical constructions in that the latter can be supposed to be true: it is unproblematic for me
to suppose that it is raining and I do not believe that it is raining. Hence the
defect of (6a) must go deeper. The most straightforward explanation is that
“It is raining and it might not be raining” is a plain semantic contradiction.
This is a puzzle for the standard analysis of might as an existential quantifier
ranging over a set of possible worlds compatible with what is known, as there
is nothing contradictory about unknown truths.
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2.3.1.2

Ignorance

A fact that is less commonly noticed is that agents are sometimes agnostic
about a certain epistemic possibility, even though the prejacent is a question
under discussion. As DeRose (1991) points out, the following discourse sounds
perfectly fine:
(7) Mary:
Alex:

I’ve heard that John is sick. Might it be cancer?
I don’t know whether it might be cancer. The tests will
be in tomorrow.

This is a rather surprising observation if one interprets “It might be
that φ” in the mouth of a speaker S as “It is compatible with what S knows
that φ,” as neither Alex nor Mary should have any doubts as to whether John
having cancer is compatible with what they know. It follows immediately from
this that one may learn that so-and-so might be the case, in the same sense
in which one may learn that so-and-so is the case. This conclusion is also
supported by the following example:19
(8) Mary:
Alex:
Mary:

I can’t find John. Do you know where he is?
He might be at home.
Oh, OK, I call him and check.

Even if it is compatible with what Mary knows that John is at home,
there is a sense in which Alex has provided her with some non-trivial information. This is just another observation that a good theory of epistemic modals
19

Remember also the discourse in (1), in which Mary seems to learn that the keys might
be in the car.
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must be in a position to explain.
2.3.1.3

Must

The distinction between mere compatibility of φ with what is known and φ
being a live epistemic possibility is also of relevance for the following observations about utterances of epistemic necessity. Many discussions in the semantic
literature on epistemic modality are driven by the observation that speakers
reliably reject a claim of epistemic possibility if the truth of the prejacent is
incompatible with what they know. One should then expect that they reject
an utterance of epistemic necessity if the falsity of the prejacent is compatible
with what they know. But this is not always the case:
(9) Mary:
Alex:
Mary:

I can’t find Colin. Do you know where he is?
He must be in Chicago right now.
Oh, OK. What is he doing in Chicago?

Clearly, Mary does not know where Colin is, so it is compatible with
what Mary knows that Colin is not in Chicago. Nevertheless, it is natural
for Mary not to reject Alex’s utterance and instead to integrate the encoded
information into her epistemic state. In fact, if Mary has no clue where Colin
is, it would be plain weird for her to reject Alex’s utterance by pointing out
that, for all she knows, Colin might very well be in Boston, Madagascar or
Siberia.
In contrast, consider a case in which an assessor has good grounds for
believing that the speaker has overlooked a certain possibility. Alex and Mary
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are passing by Colin’s house. They cannot see Colin, but the lights are on:
(10) Alex:
Mary:

Colin must be at home.
No, he might be out—maybe he just forgot to turn
off the lights.

Here Mary points out that the available evidence does not eliminate the
possibility that Colin is out—he simply might have forgotten to turn off the
lights when leaving the house. Notice, again, that Mary’s reaction to Alex’s
judgment is based on her very own information state. Alex may very well
be in a position to rule out the possibility that Mary is concerned with. For
example, the discourse in (10) may continue as follows:
(11) Alex:
Mary:

No, he never forgets to do that.
Oh, OK.

Of course, conversations do not always proceed as in our toy examples.
We expect there to be situations in which an agent will simply go along with
an utterance of epistemic necessity, even though the recipient is aware of a
possibility in which the prejacent is not true. This is not a special feature
of epistemic claims: we very often revise our current beliefs in order to accommodate new information, especially when it comes from a source that we
think knows much more about the issue than we do. But subtle issues such
as trust and authority need not detain us here: even if we keep the degree of
Mary’s trust in Alex’s reliability fixed, there is a clear distinction between the
situation in which it is legitimate for her to reject Alex’s claim of epistemic
necessity and the one in which she has no grounds whatever to reject it. The
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former is a situation in which Mary has grounds for believing that the prejacent might be false, the latter is a case in which the falsity of the prejacent is
merely compatible with what she knows. This, I submit, is a distinction that
a semantics for judgments of epistemic modality should be able to draw.
2.3.2
2.3.2.1

Explanations
Epistemic Contradiction

Yalcin’s observation is anything but surprising from a dynamic perspective
on epistemic modality. It was already observed in the previous section that
according to the story told here, “It is raining” entails “It must be raining.”
And since might and must are duals, it follows that updating with “It is raining
and it might not be raining” always results in the absurd state.20 So an attempt
at updating one’s information state with (6a) will have the same outcome as an
attempt at updating one’s information state with a more familiar contradiction
like “It is raining and it is not raining.” Thus (6a) cannot even be supposed
to be true, any more than a plain classical contradiction. And given the more
than reasonable assumption that one cannot assert what cannot at least be
supposed, it follows that a plain assertion of (6a) is pragmatically infelicitous.
20

But remember that Contraposition fails: even though “It is raining” entails “It must
be raining” and might and must are duals, “It might not be raining” does not entail “It is
not raining.”
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2.3.2.2

Ignorance

Remember the distinction between φ being compatible with what is settled
in Σ and φ being a live epistemic possibility in Σ. This corresponds to the
distinction between Σ ⊲ 3φ and Σ  3φ. And this is all we need to make
sense of DeRose’s observation that agents may be ignorant of what might be
the case. An agent who is in a p3φq-admitting information state is agnostic
about that sentence—the information the agent possesses neither entails p3φq
nor p¬3φq. We can make perfect sense of dialogues like the one in (7): it is
compatible with what Alex and Mary know that John has cancer, but that
alone does not make it a live epistemic possibility. That is, the possibility is
admitted, but not supported, by the relevant information states.
The existence of information states that admit epistemically modalized
sentences also guarantees that update with such sentences can be informative,
as observed in (8). Let’s first get clear on what it means for an update to be
informative.

Definition 9 (Informativity) Consider any φ ∈ L and Σ ∈ I:

φ is informative with respect to Σ iff Σ[φ] 6= Σ and Σ[φ] 6= ∅

In other words, Stalnaker (1978) basically got it right. Adding the
information encoded in φ to Σ should eliminate some but not all elements of
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Σ. Anything else would miss the point that what is said should be informative.
The following is a trivial consequence of the definitions of admission
and support:

Fact 8 For all φ ∈ L, Σ ∈ I: If Σ ⊲ φ, then Σ[φ] 6= Σ and Σ[φ] 6= ∅

Thus whenever we have a p3φq-admitting information state, p3φq will
be informative with respect to that information state.
2.3.2.3

Must

Here is how the story connects with must. Whenever Σ admits p3φq, it also
admits p2¬φq:

Fact 9 For all φ ∈ L, Σ ∈ I: If Σ ⊲ 3φ, then Σ ⊲ 2¬φ

But when Σ supports p3φq, Σ[2¬φ] = ∅ as might and must as duals.
Thus the contrast between admitting and supporting a certain epistemic possibility also allows us to capture the observations we made in connection with epistemic must. If an agent is in a p3φq-admitting information
state, what the agent knows is compatible with φ, but does not encode any
grounds for believing that φ is a real epistemic possibility. Accordingly, the
agent has no grounds for disbelieving p2¬φq. Going back to the discourse
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in (9), it is merely compatible with what Mary knows that Colin is not in
Chicago. Thus Mary’s information admits Alex’s claim that Colin must be
in Chicago, and we predict that she does not—and in fact should not—reject
Alex’s utterance.
On the other hand, Mary’s information in (10) supports the epistemic
possibility that Colin is out, the fact that the lights are on notwithstanding.
So if we let q stand for “Colin is at home,” then Mary’s information state ΣM
is such that ΣM  3¬q and, accordingly, ΣM [2q] = ∅. Thus we predict that
Mary may legitimately reject Alex’s claim of epistemic necessity—Colin might
be out, and so he does not have to be at home.
Moving away from standard approaches by modeling information states
as sets of sets of possible worlds does some genuine work. It leaves room
for speakers to be agnostic about certain epistemic possibilities. This is the
right diagnosis for the observations we made at the beginning of this section.
Utterances of epistemically modalized sentences can be informative, and agents
admit or reject claims of epistemic necessity depending on whether or not they
have good reason to believe that the prejacent might be false.
We have seen that the dynamic framework developed here solves a range
of problems that go beyond the phenomenon of modal disagreement. This, I
submit, is another reason to believe that we have found the right semantics
for might and must.

64

2.4

Tense

In this section, I extend the basic framework with a simple semantics for tense.
The resulting framework explains a range of complicated data about the ways
speakers may assess previously made claims of epistemic modality in the light
of new information. Since no other theory can account for these data, we have
another argument for the dynamic perspective on epistemic modals.
2.4.1

The Observations

It is often observed that speakers tend to retract previously made claims of
epistemic modality in the light of new information:
(12) Mary:
Alex:
Mary:
Alex:

I can’t find my keys.
They might be in the car.
No, they can’t be in the car. I still had them with me
when I came in.
Oh, so I guess I was wrong.

But as von Fintel and Gillies (2008b) point out, this is not the only
possible reaction. When it comes to statements of what might or might not
be the case, speakers can quite often resist the invitation to retract even if
they have become better informed. Thus Alex is free to react in the following
manner:
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(13) Mary:
Alex:
Mary:
Alex:

I can’t find my keys.
They might be in the car.
No, they can’t be in the car. I still had them with
me when I came in. Why would you say that?
Look, I didn’t say that they were in the car. I said
that they might have been in the car.21 And they
might have been.

Here Alex sticks to his guns, and the question of why this is a legitimate
move is as important as the question why it is also sometimes natural to
withdraw a commitment to a certain epistemic possibility in the light of new
information.
One part of the puzzle is that Alex may admit that the keys weren’t
in the car yet insist that they might have been there. But even this piece of
datum is anything but innocent. To say that the keys might have been in the
car is to either talk about a past possibility or a possible past. Thus consider:
(14) a.
b.

The keys weren’t in the car, but they might have been in
the car.
The keys might have been in the car, or they might have
been in the drawer. I don’t remember.

What (14a) says is that the keys being in the car was once an epistemic
possibility, even though it is not any longer. The first disjunct in (14b) says
that it is now an epistemic possibility that the keys were in the car. An
21

Speakers’ intuitions are not uniform when it comes to how Alex should make his point
here. Some speakers, including me, prefer the backshift of might, while others, including
von Fintel and Gillies, avoid the backshift. Such minor disputes need not be resolved here.
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alternative way of putting (14b) is the following:
c.

Maybe the keys were in the car, or maybe they were in the
drawer. I don’t remember.

The reason why all of this matters is that when Alex admits that the
keys weren’t in the car yet insists that they might have been there, he must be
concerned with a past possibility, not a possible past. To see this more clearly,
contrast (14a) with the following strange example:
d.

# The keys weren’t in the car, but maybe they were.

If Alex learns that the keys weren’t in the car, he may hold on to the
past possibility of the keys being in the car, but not to the possibility that
the keys were in the car. And this is just another observation that requires an
explanation.
In conclusion, there are two interesting observations about retrospective
assessment. First, learning that the prejacent of an earlier might-statement
is false may trigger a positive or negative assessment: the speaker may admit
that something went wrong or insist that the new information does not change
the fact that the truth of the prejacent was an epistemic possibility. This is
just the moral drawn from the examples in (12) and (13). Second, saying that
the truth of the prejacent was an epistemic possibility is importantly different
from saying that it is an epistemic possibility that the prejacent was true:
the former goes quite well together with admitting that the prejacent was in
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fact wrong, but the latter does not. This is just the moral drawn from the
comparison of (14a) and (14d).
The cases under consideration involve agents whose information changes
over time, and rest on the interaction between epistemic modality and tense.
The framework developed so far has nothing to say about this interaction, as
it says nothing about tense. So we hit a point at which an extension of the
story told so far is in order.
2.4.2

Tense

The exercise is to provide a semantics for the following extension of our base
language L:

Definition 10 (Full Language) L+ is the smallest set that contains any
sentential atoms A = {p, q, ...} and is closed under negation, conjunction, the
epistemic modal might, and the temporal operators for past (P ) and future
(F ). L+
0 is defined as the smallest set that contains the sentential atoms of
A and is closed under negation, conjunction, and the temporal operators for
past and future, i.e. as the extension of the non-model fragment of L+ with
our temporal operators P and F. Disjunction, the material conditional, and
the epistemic modal must (2) are defined in the usual way.

What has been said about formulas of L remains valid, so all we have
to deal with are the newly introduced operators.
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Reality changes over time, and tense operators are frequently used to
say how things were or will be. Information states change over time, and so we
should expect that tense operators interact with epistemic modals to report
on past or future features of a given information state. This is crucial for our
observations about retrospective assessment. We saw that Alex may insist
that the keys might have been in the car, even though they weren’t. What
he correctly points out is that there once was the epistemic possibility of the
keys being in the car, though this possibility does not exist any longer. The
task now is to show how this is possible.
What we said before does not allow us to understand possible worlds
or information states as extended over time, so the first thing that needs to be
done is to change the relevant definitions accordingly. The obvious steps are
to understand possible worlds as assigning elements of A truth-values relative
to points of time, and to think of states as functions from points of time to
sets of such possible worlds. More precisely:

Definition 11 (Tense) Let Temp be any nonempty set, < be a transitive relation on Temp which is also irreflexive and linear. v is a temporally extended
possible world iff v: T emp 7→ (A 7→ {0, 1}). V is the set of such v’s. τ is a
temporal state iff τ : T emp 7→ (V 7→ {0, 1}). S e is the set of such τ ’s. T is a
temporal information state iff T ⊆ (S e \ ∅), i.e. a temporal information state
is a (possibly empty) set of non-empty sets of temporally extended possible
worlds. I e is the set of such T ’s. The initial temporal information state T0 is
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identical with (S e \ ∅), the absurd temporal information state T∅ with ∅.

Earlier we understood updates of information states in terms of updates of their elements, and there is no reason to change this once we move on
to temporal information states. Thus the most important task is to determine
how temporal states are modified. Temporal states change over time and are
modeled as functions from points of time to sets of possible worlds. So the
natural thing to do is to understand updates on temporal states as resetting
the values assigned to temporal indices. For this proposal to make sense, one
needs to say how the values assigned to temporal indices are determined by
updates and what it means to reset the values assigned to temporal indices.
Let me address these issues in turn.

Definition 12 (Updates on Temporal States) Consider any τ ∈ S e , t ∈
T emp, p ∈ A and φ, ψ ∈ L+ . An update on a temporal state is a function
↑: ℘(V ) 7→ ℘(V ) defined by the following recursion:
(1)
(2)
(3)
(4)
(5)
(6)

τ (t) ↑ p = {v ∈ τ (t): v(t)(p) = 1}
τ (t) ↑ ¬φ = τ (t) \ (τ (t) ↑ φ)
τ (t) ↑ φ ∧ ψ = (τ (t) ↑ φ) ↑ ψ
τ (t) ↑ 3φ = {v ∈ τ (t): τ (t) ↑ φ 6= ∅}
τ (t) ↑ P φ = {v ∈ τ (t): ∃t′ < t: v ∈ τ (t′ ) ↑ φ}
τ (t) ↑ F φ = {v ∈ τ (t): ∃t′ > t: v ∈ τ (t′ ) ↑ φ}

As before, the update function ↑ operates on sets of possible worlds,
which are now understood as assigning truth-values to sentential atoms relative
to points in time. Which set of possible worlds in a state gets selected for
70

update depends on a temporal index, which in turn depends on the context
in which the sentence is uttered (see below). Consider the set of worlds a
state assigns to time t. The clause in (1) requires that updating that set with
an atom p eliminates all possibilities in which p is false at t. Clauses (2)
– (4) should be obvious from what I said earlier. Clauses (5) and (6) treat
tense operators in L+ as shifty: in order to determine the update effects of
a temporally modified formula on a set of worlds τ (t), it is required to check
the update effect of the prejacent on a different set of worlds τ (t′ ). So for
instance, update of τ (t) with pP φq leaves those worlds in τ (t) which would
have survived update of some previous τ (t′ ) with φ. Specifically, v remains in
τ (t) as updated with P p just in case there is some earlier time t′ such that v
remains in τ (t′ ) as updated with p. And that just means that v remains in
τ (t) as updated with P p just in case there is some earlier time t′ such that
v(t′ )(p) = 1. That said, the update effects of formulas involving the future
tense operator should be obvious.
Temporal states change over time, and we agreed that since temporal
states are functions from points of time to sets of possible worlds, this should
be understood as a resetting of such functions.

Definition 13 (Reset) Consider any τ ∈ S e , t ∈ T emp, φ ∈ L+ :
1. τ τ (t)↑φ is the temporal state which is just like τ except that for all t′ ≮ t,
τ τ (t)↑φ (t′ ) = τ (t) ↑ φ
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2. τ ↑t φ = τ τ (t)↑φ
A temporal state τ is reset relative to a formula φ and a time t. For
all t′ < t, we leave the value of τ untouched. For all other temporal indices,
we reset the value of τ to τ (t) ↑ φ, i.e. the result of updating the image of t
under τ with φ.
Updates of temporal information states are now defined as indicated
before.

Definition 14 (Updates on Temporal Information States) Consider any
T ∈ I e , t ∈ T emp, φ ∈ L+ . An update on a temporal information state at t
is a function [.]t : I e 7→ I e defined as follows:

T [φ]t = {τ : τ (t) 6= ∅ ∧ ∃τ ′ ∈ T : τ ′ ↑t φ = τ }

Update of a temporal information state T with a formula φ at time
t comes down to the following procedure: first reset each element of T with
respect to φ and t; then gather all the resulting temporal states together,
leaving out those which assign to t the empty set. This gives you the output
temporal information state. A more informal characterization is this: agents
are often agnostic about past, present or future facts, and we capture this,
as usual, in terms of possible worlds which disagree on the past, present or
future. As time proceeds, an agent acquires information, removing epistemic
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uncertainty. The moment in which the information is acquired we update each
set of worlds and set the result as the current value at each temporal state. The
set of worlds remains in place until some new information is processed. But
of course, in doing so the agent does not forget what her previous information
states looked like. This is why we only reset states from the moment at which
the information is received.22
It is not necessary to write down all the obvious modifications of our
previous definitions, but the following will facilitate the discussion:

Definition 15 (Temporal Settledness, Temporal Admission, Entailment) Let T be a temporal information state, t be a time and φ, ψ be formulas:
1. T supports φ at t, φ is settled in T at t, T t φ, iff T [φ]t = T
2. T admits φ at t, T ⊲t φ, iff T 2t φ and T 2t ¬φ
3. φ entails ψ, φ  ψ, iff ∀T, t: T [φ]t t ψ
This is then how I suggest integrating the basics of a semantics for
tense into our dynamic framework. Without doubt, it is nothing more than a
very small step towards a full theory of tense and its interaction with modality.
22

And of course, we idealize a bit insofar as agents never forget acquired information and
always know what time it is.
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But it is substantial enough to cover the main issues about tense and epistemic
modality.23
One observation is that the interaction between tense and modality
gives rise to scope issues, and this is all we need to explain our earlier observation that one can talk about a possible past or a past possibility. Remember
our earlier examples:
(14) a.
b.

The keys weren’t in the car, but they might have been
in the car.
The keys might have been in the car, or they might have
been in the drawer. I don’t remember.

What (14a) is about is a past possibility, and thus we expect the epistemically modalized sentence to be of the form pP 3pq. On the other hand,
the first disjuncts in (14b) and (14c) are concerned with a possible past, and
that means that they are of the logical form p3P pq. This treatment connects
nicely with our observation that when Alex admits that the keys weren’t in
the car yet insists that they might have been there, he must be concerned with
a past possibility, not a possible past. What justified this verdict was that the
sentence in (14d) sounds terrible (repeated):
d.

# The keys weren’t in the car, but maybe they were.

23
One result that is worth mentioning but will not play a crucial role in the upcoming
discussion is that the semantics validates the axioms of the minimal tense logic Kt . Translate
Hφ as ¬P ¬φ and Gφ as ¬F ¬φ. Then for all φ ∈ L+ , φ  HF φ, φ  GP φ, H(φ ⊃ ψ) 
Hφ ⊃ Hψ, and G(φ ⊃ ψ)  Gφ ⊃ Gψ.
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And the infelicity of (14d) is not surprising, any more than the infelicity
of Yalcin’s “It is raining and it might not be raining.” An update with “The
keys weren’t in the car” eliminates all possible worlds in which the keys were
in the car, and thus there remains no doubt that the keys weren’t in the car.
Accordingly, updating with the second conjunct results in the absurd state.
So updating with (14d) has the same outcome as updating with a classical
contradiction like “The keys weren’t in the car and the keys were in the car.”
What remains to be explained is why Alex may hold on to the past possibility
of the keys being in the car after learning that they weren’t in the car. And
this brings us back to the complicated data about retrospective assessment.
The really good news is that the current framework can explain all this as
well.
The key premise of our framework is that the meaning of a sentence φ
is to be understood in terms of its update effects on (temporal) information
states. So far we have focused on the commitments which arise from an update with φ, i.e. on what becomes settled in an information state as a result
of updating with φ. The reason was that we wanted to know what is entailed
by the sentences of our toy language. But we may also ask which commitments survive an update with φ, i.e. which commitments can be rationally
maintained once it is learnt that φ is the case. And this, I submit, is the right
thing to ask when we want to explain how agents assess previously endorsed
judgments of epistemic modality after learning something new.
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The question is to what degree updating with sentences of L+ preserves
already existing commitments:

Definition 16 (Preservative Update) Consider any φ, ψ ∈ L+ . Updating
with ψ preserves φ iff for all T ∈ I e , t ∈ T emp: If T t φ, then T [ψ]t t φ. We
say that updating preserves φ iff for every sentence ψ in L+ , updating with ψ
preserves φ.

Take any T which settles φ at t. If updating with ψ preserves φ, then
updating T with ψ at t does not remove the agent’s commitment to φ. And
updating preserves φ just in case no update whatever could remove the agent’s
commitment to φ.
Preservation (or lack thereof) matters since it determines how agents
assess a commitment to φ after learning something new.

Post-Update Assessment Let ψ ∈ L+ and consider a subject A with temporal information state TA such that TA t φ. Then A will by default assess
his/her commitment to φ at t as follows after updating with ψ:
• Retain in case TA [ψ]t t φ
• Withdraw in case TA [ψ]t 2t φ

76

Thus if updating with ψ preserves φ, we expect that agents will always
retain their commitment to φ in the face of learning that ψ. On the other hand,
if updating with ψ fails to preserve φ, then we expect there to be situations in
which learning that ψ may force an agent to withdraw a previous commitment
to φ. It is in these situations that we expect an agent who learns that ψ is the
case to admit that s/he was wrong in believing that φ.
Preservation is an important issue in the literature on belief revision,
and some people claim that unless one already believes p¬φq in a prior state,
revising that state with φ should result in a posterior state that carries at
least as many commitments as the prior state.24 It is a well-worn story that so
much doxastic conservatism leads to trouble when one also has beliefs about
what might or might not be the case: one may believe that p3¬φq without
believing that p¬φq, and still a commitment to p3¬φq needs to go once one
learns that φ is the case.25 As Gillies (2006) has shown, dynamic semantics
gives us independent reason to reject the idea that updating is always preservative updating, and it is this feature that I intend to exploit in my story
about retrospective assessment. The crucial point is that updating temporal
information states fails to preserve previous commitments the right way. Let
me explain.
It is straightforward to verify that updating preserves all sentences of
L+
0:
24
25

See Alchourrón et al. (1985) and Gärdenfors (1988).
See Levi (1988), Fuhrmann (1989), and Rott (1989).
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Fact 10 For all φ ∈ L+
0 : Updating preserves φ.

The reason is simple: for every φ ∈ L+
0 , we can find a set of worlds JφK
S
at which φ is true. T settles φ at t just in case {τ (t): τ ∈ T } ⊆ JφK. Since
updating a temporal state with some ψ at t is always eliminative—we never
S
add worlds to temporal states—it follows that {τ (t): τ ∈ T [ψ]t } ⊆ JφK. In
informal terms: an agent is committed to φ ∈ L+
0 just in case φ holds in all of
the agent’s live epistemic possibilities. Since updating only removes epistemic
uncertainty, it follows that an existing commitment to φ ∈ L+
0 survives any
update whatever.
But what really interests us are commitments to epistemically modalized sentences. First, observe that updating preserves simple past tensed sentences:

Fact 11 For all φ ∈ L: Updating preserves P φ.

This observation differs from Fact 10 insofar as φ may very well be a
test. If φ is a test, T supports pP φq at t just in case all temporal states in T
pass the test at some earlier time t′ . But no update at t changes the image of
t′ under some τ ∈ T . Thus it is guaranteed that T continues to support pP φq
after the update. To go through an example, consider an agent whose temporal
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information state T supports “P 3p’ at time t. We know that T t P 3p just
in case for all τ ∈ T , τ (t) ↑ P 3p = τ (t). This holds just in case for every
τ ∈ T , there is some t′ < t such that τ (t′ ) ↑ p 6= ∅, i.e. such that the image of
t′ under τ contains at least one world v at which p is true at t′ . But whatever
happens to τ at t, we never reset the values τ assigns to any t′ < t. Thus the
relevant v is guaranteed to remain an element of the image of t′ under τ after
any update. It follows that for every ψ ∈ L+ , T [ψ]t t P 3p. The explanation
is that learning something new only changes the agent’s current information
state, but not the agent’s information states at some earlier time.
According to Fact 11, plain past possibilities never get eliminated, and
thus updating preserves commitments to such possibilities. But preservation
has to stop somewhere. It stops when it comes to commitments to current
epistemic possibilities. Specifically, updating with p¬φq does not preserve
p3φq unless φ is a tautology. Thus we get:

Fact 12 For all non-trivial φ ∈ L+ : Updating with ¬φ does not preserve 3φ.

Fact 12 should not surprise anyone: one’s commitment to the possibility of φ being the case has to go once it is learnt that φ is not the case. In
fact, the right kind of commitment now is that φ cannot be the case. So while
past epistemic possibilities never die, current epistemic possibilities may very
well fall victim to new information.
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We now have everything we need to explain the complicated data about
how agents assess their judgments of epistemic possibility after learning that
the prejacent in fact is false. The puzzle is that there are two appropriate
reactions for Alex after learning that the keys are not in the car: insisting that
the keys might have been in the car, or admitting that something went wrong.
Alex may either flag that the new information allows him to retain his belief
that the keys might have been in the car or indicate that the new information
forces him to withdraw the belief that the keys might be in the car. Thus after
learning that the keys are not in the car, Alex may respond in two ways:
(15) Alex:

a. Fair enough. But they might have been in the car.
b. Oh, so I guess I was wrong. They can’t be in the car.

What makes all this possible is that updating with p¬φq preserves
pP 3φq but not in general p3φq. Specifically, it follows from Fact 11 and
Fact 12 that updating with “The keys are not in the car” preserves “The
keys might have been in the car” but not “The keys might be in the car.” And
Alex, we can say, is committed to two very different things the moment he
learns that the keys are not in the car: the past possibility of the keys being in
the car, and the current possibility of the keys being in the car. Learning that
the keys are not in the car does nothing to remove the past possibility, but it
eliminates the current possibility. Thus we expect there to be retention as well
as withdrawal: Alex may insist that the keys might have been in the car, the
fact that they aren’t notwithstanding. But he may also admit that the new
information forces him to give up his commitment to the current epistemic
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possibility of the keys being in the car. In other words, Alex still accepts
pP 3pq but no longer accepts p3pq (where p is short for “The keys are in the
car”). Accordingly, (15a) as well as (15b) are perfectly legitimate reactions.
I have identified another bonus of the dynamic perspective on epistemic
modality. Updating fails to be preservative when it comes to what the agent
currently takes to be a live epistemic possibility, and this is how it should be.
Current commitments to epistemic possibilities may need to go even though
the agent has no reason to think that the possibilities never existed. To put
a shiny label on our theory: commitments to past possibilities are static,
commitments to current possibilities are dynamic. Together with our principle
about post-update assessment, this theory explains how agents assess their
epistemic commitments after learning something new. Let me now proceed
to a comparison between my story and some other theories currently on the
market.

2.5

Comparisons

The goal of this paper has been to look for an alternative to the orthodox view
that epistemically modalized sentences have truth-values relative to what is
known, where the relevant knowledge is either determined by the context of
utterance (contextualism) or a point of assessment (relativism). The canonical
definitions:
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Definition 17 (Contextualism) Consider a context of utterance c and index
of evaluation i :
(1) Jmight(B)(φ)Kc,i = 1 iff. ∃v ∈ JBKc,i : JφKc,hv,ti i = 1
(2) JBKc,i = {v: v is compatible with the c-relevant knowledge in i}
Definition 18 (Relativism) Consider any context of utterance c, index of
evaluation i, and point of assessment a:
(1) Jmight(B)(φ)Kc,i,a = 1 iff. ∃v ∈ JBKc,i,a: JφKc,hv,ti i,a = 1
(2) JBKc,i,a = {v: v is compatible with what ja knows at ta in wa }
Contextualists and relativists agree that modals are quantifiers over a suitably
restricted set of possible worlds, which is often called the modal base and
denoted by B in the above definitions. Epistemic modals quantify over the
set of possible worlds that are compatible with a relevant body of knowledge.
A judgment of the form p3φq is true just in case φ is true at some world in
the modal base. A judgment of the form p2φq is true just in case φ is true
at every world in the modal base. The dispute between contextualists and
relativists concerns the way in which the modal base is determined. As one
can see in the above definitions, contextualists maintain that the modal base
is completely determined by the index of evaluation and context of utterance.
In contrast, relativists hold that the modal base may also depend on features
of the situation in which a judgment of epistemic modality is assessed. It
follows that judgments of epistemic modality may vary in truth-value across
points of assessment, even if the context of utterance and index of evaluation
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remain fixed. Relativists commonly insist that so much flexibility is needed
to account for the complicated data about modal disagreement. My claim is
that both contextualism and relativism are equally problematic views.26
The key reason to be sceptical of the orthodox view is the intuition
that variation in what is known should have a pragmatic but no semantic
effect on discourses involving might and must. According to my theory, variation in what is known only matters for how might- and must-statements are
assessed. As a result, it offers a simple and elegant perspective on disputes
about epistemic modality, one that brings such disputes in line with other
everyday disputes about matters of fact. In this respect the story I have told
is superior to current versions of the orthodoxy, and it has a range of further
advantages. Let me explain.
Every version of the orthodoxy has to assume that claims of epistemic modality are sometimes concerned with the speaker’s knowledge, sometimes with the hearer’s, sometimes with the knowledge distributed among the
speaker and the hearer, and so on. There is, as far as I can tell, no justification for this assumption. That the relevant knowledge is often the speaker’s is
uncontroversial, since speakers frequently make claims of epistemic possibility
in case the prejacent is compatible with what they know. But the assumption
26

See fn. 1 and fn. 2 for proponents of relativism and contextualism, respectively. It is
common to further restrict the domain of quantification to the closest worlds in the modal
base, to be determined by an ordering source. We may also distinguish contextualism and
relativism as defined in the main text from so-called “non-indexical” versions of contextualism and relativism (see MacFarlane (2009) for discussion). For current purposes, it is
harmless to set these complications aside.
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that speakers sometimes use epistemic modals with the intention of reporting
on what is or is not compatible with what someone else knows is less obvious.
Without this assumption, however, orthodoxy has a hard time explaining how
such utterances of epistemically modalized sentences behave in discourse.
The point becomes immediately clear when we consider what contextualists tend to say about the original dispute between Alex and Mary (repeated):
(2) Mary:
Alex:
Mary:

I can’t find my keys.
They might be in the car.
No, they can’t be in the car. I still had them with me
when I came in.

It is hard to see how there could be any dispute between the discourse participants if all they did was to report on what is or is not compatible with what
they (respectively) know. One response on behalf of contextualism is that
epistemic modals are ambiguous between a solipsistic reading and a range of
non-solipsistic readings. This is why in stating that the keys might be in the
car, Alex “puts into play” the proposition that the keys being in the car is
compatible with what is known by each discourse participant. This discourse
effect legitimates Mary’s denial of Alex’s utterance.27
The contextualist’s position is dubious for at least two reasons. First,
it is hard to find compelling evidence for the claim that epistemically modalized sentences are ambiguous. Common ambiguity tests fail to deliver the
27

See von Fintel and Gillies (2010).
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desired support.28 Consider, for instance, the contradiction test, which works
as follows: if φ has two or more readings, then speakers should agree that an
utterance of a sentence of the form pφ ∧ ¬φq can be true. But now take the
example in (16):
(16) # Colin might be in Chicago and he can’t be in Chicago.
(16) strikes the ear as a glaring contradiction.29 This would be rather
surprising if the epistemically modalized sentence had the multiple readings
that some contextualists suggest. Of course, ambiguity tests have to be handled with care, but the fact that they do not support the ambiguity thesis puts
the contextualists’ proposal on rather shaky grounds. Second, even if there
were an ambiguity, it would be hard to find a reasonable semantic or pragmatic
principle which predicts that all available readings are put into the discourse
and become legitimate objects of acceptance or denial. Quite to the contrary,
no one would expect that using an ambiguous phrase like “bank” in discourse
would put into play all available readings, which then become subject to legitimate rejection by the hearer. In fact, when confronted with an ambiguous
expression, cooperative hearers assume the most reasonable reading or find
out what the speaker really intended to say. And even if we abstract away
from all of these difficulties, it remains a strong point in favor of my view that
it does not treat epistemically modalized sentences as ambiguous.
28

See Sadock and Zwicky (1975) for a discussion of a whole range of such tests.
If you think that this is just a pragmatic issue, notice that (16) remains more than bad
even if it is just supposed.
29
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A quite similar objection works against relativism, though the issue is
a bit more subtle. To make sense of simple disputes like (2), relativists need
not depart from the fairly straightforward view that the assessor’s knowledge
always determines the truth-value of a given claim of epistemic modality. In
the first example, it is Alex’s knowledge against which his claim is evaluated
when he is the assessor, and it is Mary’s when she is the judge. Thus relativists
predict that Alex asserts that the keys might be in the car, while Mary denies
that the keys might be in the car. But the story becomes more complicated
once we move on to claims of epistemic necessity. We know of cases in which a
hearer does not reject a claim of epistemic necessity even though the prejacent
does not follow from what the agent knows. If it is always the assessor’s
knowledge that counts, Alex’s claim in (9) is false from Mary’s point of view,
leaving it unexplained why she does not reject Alex’s utterance (repeated):30
(9) Mary:
Alex:
Mary:

I can’t find Colin. Do you know where he is?
He must be in Chicago right now.
Oh, OK. What is he doing in Chicago?

Of course, all the relativist says is that the relevant knowledge may vary
across points of assessment, not that it is always the assessor’s knowledge. So
it is open to the relativist to maintain that Alex’s claim is true from Mary’s
point of assessment, since (i) the relevant knowledge from this point is the
30

At least the claim is not true from Mary’s point of assessment. I assume, however, that
relativists are not that interested in introducing non-classical truth-values, as it is a key
motivation for relativism that is solves some puzzling cases involving epistemic modality
without diverging too much from classical truth-conditional semantics.
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one distributed among Alex and Mary (or maybe just Alex’s) and (ii) Alex
knows that Colin is in Chicago. But relativism loses its appeal once this step
is made. Very much as before, we lack any plausible principle to explain why
it is sometimes the assessor’s knowledge against which a claim of epistemic
modality is evaluated and sometimes the knowledge distributed among the
assessor and the speaker. This is particularly worrisome because a claim of
epistemic necessity is not always assessed against the knowledge distributed
among the assessor and the speaker, as the dialogue in (10) shows (repeated):
(10) Alex:
Mary:

Colin must be at home.
No, he might be out—maybe he just forgot to turn
off the lights.

Here it seems that Mary rejects Alex’s claim because she thinks that
Alex has overlooked a possibility (regardless of whether he did so in fact). So
Mary’s point of assessment selects her knowledge as the standard of evaluation,
not the one distributed among her and Alex.
When it comes to the more complex cases, it seems that relativists
cannot offer a non-arbitrary way of selecting the modal base over which might
and must ranges, at least as long as this way of selecting the modal base is
supposed to yield truth-values that do justice to how the relevant claim of epistemic modality is assessed. In contrast, since the framework developed in this
article does not assign truth-conditions to epistemically modalized sentences,
we can explain the different reactions in (9) and (10) by distinguishing between
information states that admit p3¬φq (and thus p2φq) and those that support
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p3¬φq (and thus p¬2φq). Accordingly, judgments of epistemic modality are
always evaluated against the assessor’s knowledge. Thus my framework avoids
the ad hoc decisions relativists must make at some point.
Another notable feature of the semantic framework developed in this
paper is the integration of basic tense operators into a dynamic framework for
epistemic modality. This is an achievement, since it captures how epistemic
modal operators and tense interact with the development of information states
over time. The highlight is that updating fails to preserve epistemic commitment, and just in the right way: it leaves past epistemic possibilities untouched,
but may eliminate current epistemic possibilities. This explains why learning
something new may trigger withdrawal as well as retention, and thus why Alex
may either admit that he was wrong or point to a commitment (that the keys
might have been in the car) that remains untouched by the new information.
To my knowledge, no other account is in a position to offer an equally straightforward explanation of the complicated data about post-update assessment.31
Since my story easily handles other embeddings as well, I conclude that it is
superior to the orthodox alternatives currently on the market.
31

32

Stephenson (2007, 2008) can explain why an agent who now believes that p¬φq may
nevertheless insist that pP 3φq is the case, since she allows for variation of the temporal
index independently of the point of assessment. But there is no equally straightforward
explanation for why it is also natural for the agent to withdraw a commitment, as her
framework does not consider the dynamic development of information states over time and
thus lacks the natural failure of Preservation that is so central to my theory.
32
Thanks to audiences at the 106th Annual Meeting of the APA Eastern Division and
at the 2009 NYU/Columbia Graduate Student Philosophy Conference for comments and
discussion. Special thanks to Nicholas Asher, David Beaver, Josh Dever, Hans Kamp, and
Mark Sainsbury for their very useful comments.
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Chapter 3
Realizing What Might Be
3.1

A Logical Link

Schulz has suggested supplementing the suppositional view of the indicative
conditional (⇒) with a corresponding view of the epistemic modals might
(3) and must (2). This suggestion is motivated by a logical link between
epistemic modals and indicative conditionals that has intuitive support and
can be proven using some fairly innocent principles:1
(L) 3A ≡ ¬(A ⇒ ⊥), and 2A ≡ ¬A ⇒ ⊥
(L) ties a theory of epistemic modals to whatever we think is the best
theory of indicative conditionals. Fans of the suppositional view of the indicative conditional believe that such conditionals are used to make conditional
assertions and are evaluated by conditional probabilities.2 So given (L), they
should also become fans of a corresponding view of epistemic modals. Specif1

See Schulz (2010), §3 for details. As usual, “≡” represents logical equivalence and “⊥”
stands for an arbitrary contradiction.
2
See, e.g., Adams (1965, 1966, 1975), Stalnaker (1970), Edgington (1995), Kaufmann
(2005), and Barnett (2006). I follow the standard practice of wedding the suppositional
view to conditional probabilities and a standard analysis of these probabilities. In principle,
one may hold that conditionals are used to make conditional assertions but insist that they
are evaluated by a different method. Such possible views—whatever they are—are not the
target of my discussion.
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ically, (ii) and (iii) are easy to prove on the basis of (i) and (L) under the
assumption that logically equivalent statements are assigned the same subjective probability:
(i)
(ii)
(iii)

P (A ⇒ B) = P (B | A), where P (B | A) = P (A ∧
B)/P (A) if P (A) > 0 and P (B | A) = 1 otherwise3
P (3A) = 1 if P (A) > 0 and P (3A) = 0 otherwise
P (2A) = 1 if P (A) = 1 and P (2A) = 0 otherwise

This is an important suggestion, but it cuts both ways: if the resulting
view of epistemic modals gets the facts wrong, then so much the worse for
the suppositional view of conditionals. And that is precisely what we get once
we take a closer look at how epistemic modals behave, and in particular at
how they interact with conditionals. But fortunately the suppositional view
is not the only game in town, and, what is more, there is a competitor—the
dynamic view of the indicative conditional—which does justice to (L) and gets
the logic of epistemic modals right. The purpose of this article is to make good
sense of these claims and to explain a bit why they make good sense. Very
roughly: both the suppositional and the dynamic view implement Ramsey’s
idea that in order to find out whether “If A, then B ” is acceptable, one should
ask whether B is acceptable under the supposition that A.4 The suppositional
view, however, misconstrues how suppositional reasoning works. Specifically,
suppositional theorists wrongly predict that rational commitment is always
3

This principle is just what Edgington (1995) calls “The Thesis”, but extended with the
proviso that P (B | A) = 1 if P (A) = 0.
4
See Ramsey (1990) for details.
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preserved in suppositional reasoning. This prediction causes problems when
we allow epistemic modals to play with conditionals. The dynamic view, in
contrast, gets the basics of suppositional reasoning right and that, as I shall
conclude, is why it also gets the facts about epistemic modals right.

3.2

Must Do Better

It is a common observation that epistemically modalized sentences may occur
in conditionals:
(1) a.
b.
c.

If John is not in Chicago, then he must be in Boston.
If we do not invite Bob to the party, he might be disappointed.
If it might be raining, I stay at home.

Not only are the examples in (1) well-formed, but they can also figure
in valid reasoning. Consider how the first example (1a) performs:

Case 1 I do not know where John is, but he must be in Chicago or in Boston.
So, if he is not in Chicago, then he must be in Boston; and if he is not in
Boston, then he must be in Chicago.

Case 2 If John is not in Chicago, then he must be in Boston. John is not in
Chicago. So, he must be in Boston.
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These are as intuitive entailments as we are likely to find, and every
successful story about epistemic modals has to answer to these facts. And of
course, the suppositional story has some definitive things to say about these
cases, as it offers a unified perspective on both epistemic modals and indicative
conditionals. The problem is that what the suppositional view has to say is
plain wrong. Let us go through the details.
Suppositional views about conditionals usually rely on Adams’s probability logic. There is no reason to change that good tradition once we have
added a probabilistic account of epistemic modals to the picture.5 Take the
uncertainty of a sentence as its improbability, which equals 1 minus its probability. The idea is that an argument is probabilistically valid if and only if the
uncertainty of the conclusion cannot exceed the sum of the uncertainties of the
premises. More precisely, given a language L, we say that P is an extended
probability function over L just in case P assigns probabilities to elements of
L in accordance with (i)–(iii) and the following standard laws of probability:
(iv)
(v)
(vi)

0 ≤ P (A) ≤ 1 for all A
P (T ) = 1 for every truth-functional tautology T
P (A ∨ B) = P (A) + P (B) if ¬(A ∧ B) is a truth-functional
tautology

For each such probability function P we can derive the corresponding
uncertainty function UP by setting UP (A) = 1 − P (A) for each A ∈ L, and
define probabilistic validity as follows:
5

See Adams (1975) and Adams (1998).
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Probabilistic Validity If φ1 , . . . , φn , ψ ∈ L, then φ1 , . . . , φn ∴ ψ is probabilistically valid iff there is no extended probability function P over L such
P
that UP (ψ) > ni=1 UP (φi ).

Schulz shows that this framework gets some basic entailments involving
epistemic modals right, but the really interesting question is how the theory
performs once we allow epistemic modals and conditionals to play together.
And there is not much for us to decide once we are signed up for (i)–(iii) and
a standard probability logic: only some minor scope matters have to be sorted
out. Consider our sentence (1a) again. When we want to represent “If John is
not in Chicago, then he must be in Boston” in our formal language L, we have
to decide what scope the modal takes.6 The short menu of options include the
narrowscoped (2a) or widescoped analysis (2b), where A is short for “John is
in Chicago” and B is short for “John is in Boston”:
(2) a.
b.

¬A ⇒ 2B
2(¬A ⇒ B)

6

I set aside the suggestion that “If John is not in Chicago, then he must be in Boston” is
just equivalent to the plain “If John is not in Chicago, then he is in Boston.” This suggestion
is poorly motivated since it is hard to see why must should add nothing to what is expressed
by an utterance of (1a). Moreover, the argument against the widescoped analysis below also
applies when we interpret “If John is not in Chicago, then he must be in Boston” as a plain
conditional. Hence we do not need to consider this suggestion explicitly.
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The claim that the modal must takes wide or narrow scope on the level
of logical form does not presuppose that conditionals express propositions.
Instead, the wide- and narrowscoped analyses capture the two ways in which
Schulz may interpret (1a).7 On the narrowscoped reading, an utterance of (1a)
is a conditional assertion of an epistemically modalized sentence: to say that
John must be in Boston if he is not in Chicago is to conditionally assert that
John must be in Boston under the supposition of his not being in Chicago.
Accordingly, on this reading one should accept “If John is not in Chicago, then
he must be in Boston” just in case the conditional probability P (2B | ¬A) is
sufficiently high.
On the widescoped reading, an utterance of (1a) expresses certainty in
a conditional: to say that John must be in Boston if he is not in Chicago is to
say that, certainly, John is in Boston under the supposition of his not being in
Chicago. In other words, an utterance of (1a) expresses conditional probability
1 for John being in Boston given that he is not in Chicago. Accordingly, on
this reading one should accept “If John is not in Chicago, then he must be in
Boston” just in case the conditional probability P (B | ¬A) is 1.8
7

Though Schulz does not explicitly consider examples such as (1a), the suggestions are
in the spirit as well as the letter of his proposal. Schulz effectively admits that modals may
scope over conditionals in fn. 9 of his article, and has no reason to deny that modals may
scope over consequents.
8
What has been said about (2a) and (2b) applies to the the narrowscoped and widescoped
reading of a sentence like “If John is not in Chicago, he might be in Boston” as well. On
the narrowscoped analysis, to utter that sentence is to conditionally assert that John might
be in Boston under the supposition of his not being in Chicago. On this reading one should
accept “If John is not in Chicago, then he might be in Boston” just in case P (3B | ¬A) is
sufficiently high. On the widescoped analysis, an utterance of “If John is not in Chicago,
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Both the narrowscoped and the widescoped analysis of (1a) are intelligible attempts at capturing what we express when we utter “If John is not
in Chicago, then he must be in Boston.” But whatever option we choose, the
suppositional view will get at least one of the basic facts wrong. Suppose that
narrowscoping is the way to go. Then what is going on in the first case looks
as follows in L:
(3) a.
b.
c.

John must be in Chicago or in Boston.
2(A ∨ B)
If John is not in Chicago, then he must be in Boston.
¬A ⇒ 2B
If John is not in Boston, then he must be in Chicago.
¬B ⇒ 2A

If narrowscoping is right, then every good story about epistemic modals
has to predict that the step from (3a) to (3b) and (3c) is valid. The suppositional view falls short of this requirement (we can safely ignore (3c) from now
on):

Fact 1 2(A ∨ B) ∴ ¬A ⇒ 2B is not probabilistically valid.

Proof Suppose P (A) = 0.5 = P (B), P (A ∨ B) = 1. Then P (2(A ∨ B)) = 1
but P (2B) = 0 and so P (2B ∧ ¬A)/P (¬A) = 0. Thus U(¬A ⇒ 2B) >
U(2(A ∨ B)), i.e. 2(A ∨ B) ∴ ¬A ⇒ 2B is not probabilistically valid.

2

he might be in Boston” expresses non-zero confidence in “If John is not in Chicago, then
he is in Boston.” On this reading one should accept that sentence just in case P (B | ¬A) is
greater than zero.
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The problem with the narrowscoped reading is as follows. One may be
certain that John is in Chicago or in Boston and yet be uncertain of his being
in Boston and uncertain of his being in Chicago. In that case the probability of
(3a) is 1 and the probability of (3b) on its narrowscoped reading is 0, which is
just to say that the step from the former to the latter is probabilistically invalid.
This is already very bad news for the suppositional view, since narrowscoping
just seems to be the way to go. But even choosing the widescoping option
does not help, as it is now the second case that causes trouble. If we opt for
widescoping, then the second case looks as follows in L:
(4) a.
b.
c.

If John is not in Chicago, then he must be in Boston.
2(¬A ⇒ B)
John is not in Chicago.
¬A
John must be in Boston.
2B

If widescoping is the way to go, then every good theory of epistemic
modals has to predict that (4a) and (4b) jointly entail (4c). But again the
suppositional view does not get this right:

Fact 2 2(¬A ⇒ B), ¬A ∴ 2B is not probabilistically valid.

Proof Suppose P (A) = 0.5 = P (B), P (¬A ∧ B) = 0.5. Then P (¬A ∧
B)/P (¬A) = 1 and so P (¬A ⇒ B) = 1 = P (2(¬A ⇒ B)). But P (2B) = 0
and so U(2B) > U(2(¬A ⇒ B)) + U(¬A), from which the probabilistic in96

validity of 2(¬A ⇒ B), ¬A ∴ 2B follows.

2

The problem with the widescoped analysis is as follows. One may be
certain that John is in Boston if he is not in Chicago and yet be uncertain of
his being is in Boston—all it takes is that there is at least some chance that he
is in Chicago. Hence on the widescoped reading of (4a) the uncertainty of (4c)
may outstrip the sum of the uncertainties of (4a) and (4b). In our example, the
combined uncertainty of (4a) and (4b) is 0.5, while the uncertainty of (4c) is
1. Hence the argument is probabilistically invalid if one opts for widescoping.
What makes a principle like (L) interesting is that it ties a theory
of epistemic modals to a theory of indicative conditionals. One promising
strategy is now to move from a given analysis of indicative conditionals to a
corresponding analysis of epistemic modals. But as we have seen this strategy
may backfire: combining (L) with the suppositional view of indicative conditionals gets the facts wrong when we look at how conditionals interact with
epistemic modals. And assuming that (L) is in good shape, that just means
that the suppositional view about indicative conditionals gets the boot as well.
Ironically, what was intended as an argument for a certain theory of epistemic
modals becomes an argument against a certain theory of conditionals.

3.3

Might Do Better

The previous considerations would carry much less weight if no one in town
could establish a compelling link between epistemic modals and indicative con97

ditionals without shipwreck. But there is such a view. Consider a dynamic
perspective on meaning and communication, which treats the meaning of a
sentence as its Context Change Potential (CCP). Semantic values are relational: they relate an input context (i.e. the one in which the sentence is
uttered) to an output context (i.e. what the context looks like after the assertion).9 Think of a context in the way Stalnaker (1978) does: as a set of
possible worlds. The CCP or update effect of an atomic sentence is to eliminate all worlds in the context at which the sentence is false, and we can define
the CCP of more complex sentences on that basis. So if W is our set of worlds
and σ is a context, we can define our update function [.]: ℘(W ) 7→ ℘(W ) for a
simple propositional language as follows:
(vii)
(viii)
(ix)

σ[p] = {w ∈ σ: w(p) = 1}
σ[¬φ] = σ \ σ[φ]
σ[φ ∧ ψ] = σ[φ][ψ]

In words, updating with p eliminates all worlds at which p is false.
Updating with p¬φq yields the complement of the result of updating with φ.
Finally, updating with pφ ∧ ψq is updating with the first conjunct φ and then
updating with the second conjunct ψ. To account for disjunction (∨) and
the material conditional (⊃), I assume that pφ ∨ ψq is logically equivalent to
p¬(¬φ ∧ ¬ψ)q and that pφ ⊃ ψq is logically equivalent to p¬(φ ∧ ¬ψ)q.
To see how a conditional might work, remember Ramsey’s idea that in
9

Some popular dynamic semantics: Discourse Representation Theory (Kamp (1981);
Kamp and Reyle (1993); Kamp et al. (2010)), File Change Semantics (Heim (1982)), Update Semantics (Veltman (1985, 1996)) Dynamic Predicate Logic (?).
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order to evaluate a conditional, one should check whether one (hypothetically)
accepts the consequent under the assumption that the antecedent holds. So
conditionals may be understood as tests on the context: to update a context
σ with pφ ⇒ ψq is to check whether updating σ with φ and then ψ amounts
to nothing more than updating σ with φ. That is, it is to test whether the
result of updating σ with φ will already contain the information encoded in ψ.
If this is the case, σ passes the test and the update delivers the original state;
if this is not the case, the test has failed and we get back the empty set.10
(x)

σ[φ ⇒ ψ] = {w ∈ σ: σ[φ][ψ] = σ[φ]}

With such a theory of the indicative conditional in place, we may ask
what follows for our theory of epistemic modality, given that the logical equivalences in (L) hold. Assume that logical equivalence comes down to identity
of update effects: two sentences φ and ψ are logically equivalent just in case
updating any context with φ has the same outcome as updating that context
with ψ. Then (L) and (x) jointly entail the following update rules for might
and must:
(xi)
(xii)

σ[3φ] = {w ∈ σ: σ[φ] 6= ∅}
σ[2φ] = {w ∈ σ: σ[φ] = σ}

Proof Observe that our update rules guarantee that ∀σ: σ[⊥] = ∅ and that
∀σ∀φ: σ[φ] ⊆ σ. Thus:
10

To appreciate the full glory of a dynamic semantics for indicative conditionals, I recommend that you take a look at the letters of support from Gillies (2004a, 2009, 2010). See
also §4 for further elaborations.
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σ[3φ] =
=
=
=
=

σ[¬(φ ⇒ ⊥)]
σ \ σ[φ ⇒ ⊥]
σ \ {w ∈ σ: σ[φ][⊥] = σ[φ]}
σ \ {w ∈ σ: σ[φ] = ∅}
{w ∈ σ: σ[φ] 6= ∅}

(L)
(viii)
(x)
(tautology)
(tautology)

σ[2φ]

σ[¬φ ⇒ ⊥]
{w ∈ σ: σ[¬φ][⊥] = σ[¬φ]}
{w ∈ σ: σ[¬φ] = ∅}
{w ∈ σ: σ \ σ[φ] = ∅}
{w ∈ σ: σ[φ] = σ}

(L)
(x)
(tautology)
(viii)
(tautology)

=
=
=
=
=

2

So, very much as before we can derive a substantive theory of epistemic
modals from a substantive conception of indicative conditionals. Like a conditional, might and must encode a test on the context. The test associated
with p3φq is passed just in case updating with the prejacent does not result in
the empty state—intuitively, just in case the context allows updating with the
prejacent. And the test run by p2φq is passed just in case updating with the
prejacent does not induce any change in the context at all—intuitively, just in
case the context already contains the information encoded by the prejacent.11
The last point on the agenda is to determine what it means for an argument to be valid. The simple idea is to implement a dynamic notion of validity.
11

This is how Veltman (1985, 1996) treats epistemic modals, and dynamic theories of
indicative conditionals owe a lot of inspiration to his work. Here the direction of inspiration
is reversed: starting with a dynamic theory of indicative conditionals and a logical link
between such expressions and epistemic modals, we have arrived at Veltman’s theory.
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An argument is dynamically valid just in case updating any context with each
premise and then with the conclusion amounts to nothing more than updating
that context with each premise—intuitively, just in case updating any context
with each of the premises results in a context that already contains the information encoded in the conclusion. More precisely:

Dynamic Validity If φ1 , . . . , φn , ψ ∈ L, then φ1 , . . . , φn ∴ ψ is dynamically
valid iff every context σ is such that σ[φ1 ] . . . [φn ][ψ] = σ[φ1 ] . . . [φn ].

So there is in fact another game in town that does justice to the intuitive link between epistemic modals and indicative conditionals. That is good
news, as it shows us how we can live happily without the suppositional view.
The even better news is that our mini-framework takes the hurdles that the
suppositional view knocks over. All entailments turn out as desired if we opt
for the natural narrowscope reading:

Fact 3 2(A ∨ B) ∴ ¬A ⇒ 2B is dynamically valid.

Proof Let σ be arbitrary, and consider σ[2(A ∨ B)]. The desired result follows trivially if σ[2(A ∨ B)] = ∅, so what remains to be shown is that if
σ[2(A ∨ B)] = σ, then σ[¬A ⇒ 2B] = σ. By assumption σ[2(A ∨ B)] = σ,
and so σ[A ∨ B] = σ. Given our treatment of “A ∨ B” as logically equiv-
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alent to “¬(¬A ∧ ¬B)” and our dynamic conception of logical equivalence,
it follows that σ[¬(¬A ∧ ¬B)] = σ. Therefore, σ \ σ[¬A ∧ ¬B] = σ and
thus σ[¬A ∧ ¬B] = ∅. Whence σ[¬A][¬B] = ∅, from which it follows that
σ[¬A]\σ[¬A][B] = ∅. Thus σ[¬A][B] = σ[¬A] and hence σ[¬A][2B] = σ[¬A].
It follows that σ[¬A ⇒ 2B] = σ, as required. Since σ was arbitrary, this completes the proof.12

2

Fact 4 ¬A ⇒ 2B, ¬A, ∴ 2B is dynamically valid.

Proof Let σ be arbitrary and assume that σ(¬A ⇒ 2B) = σ (again the proof
is trivial is the test is not passed). Then σ[¬A][2B] = σ[¬A]. This completes
the proof.

3.4

2

Diagnosis and Outlook

Supplementing the suppositional view of indicative conditionals with a corresponding view of epistemic modals yields wrong results. Supplementing the
dynamic view of indicative conditionals with a corresponding view of epistemic modals gets the facts right. This is more than a sheer coincidence, and
12

Things are even better than that, as it is also easy to prove that A ∨ B ∴ ¬A ⇒ 2B
is dynamically valid. That makes perfect sense since the following has the ring of intuitive
entailment as well: I don’t know where John is, but he is either in Chicago or in Boston.
So if he is not in Chicago, then he must be in Boston; and if he is not in Boston, then he
must be in Chicago.
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it is important to see why. For the suppositional view, evaluating a conditional pφ ⇒ ψq proceeds via conditionalization: given a probability distribution P, form a derived probability function Pφ by setting, for each χ ∈ L,
Pφ (χ) = P (χ)/P (φ) if P (φ) > 0, and Pφ (χ) = 1 if P (φ) = 0. The derived
probability function Pφ will just determine the probability of pφ∧ψq under the
supposition that φ. Conditionalization is conservative: whenever P (χ) = 1,
then Pφ (χ) = 1.13 And that explains why the suppositional view does not support the desired inference from “2(A ∨ B)” to “¬A ⇒ 2B”. The issue is that
John might not be in Boston, and thus P (3¬B) = 1 and P (2B) = 0. Since
conditionalization is conservative, P¬A (3¬B) = 1 and thus P¬A (2B) = 0. In
other words, the supposition that John is not in Chicago preserves my low
credence in “2B”—hence my low credence in “¬A ⇒ 2B”.
The dynamic perspective, in contrast, gets things right since updating
fails to be conservative in the right way. Let us say that σ  3φ just in case
σ[3φ] = σ. Updating with ψ is not guaranteed to be conservative, as there
are σ such that σ  3φ but σ[ψ] 2 3φ—just consider σ = {w1 , w2 } such
.
.
that w1 (p) = 1 and w2 (p) = 0, and let φ = p and ψ = ¬p. So established
epistemic possibilities are not guaranteed to be preserved when we suppose the
antecedent of a conditional, and it is this feature that gets the story straight.
Granted, John might be in Chicago, and so he does not have to be in Boston.
But once we have updated with “John is not in Chicago” to accommodate
13

See Gärdenfors (1982), whose formulation slightly differs since he assumes that conditionalization is undefined if P (φ) = 0.
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the antecedent of our conditional, we land in a derived context in which this
possibility is out, and relative to this derived context, John must be in Boston.
So there is something fundamentally right with the dynamic view and
something fundamentally wrong with the suppositional view. Both views correctly assume that in order to evaluate a conditional, we ask whether B is
acceptable under the supposition that A. But supposing that A is the case
does not work the way that suppositional theorists think it does, and the
case of epistemic modals shows where exactly they go wrong. On the other
hand, a dynamic theory gets the basics of suppositional reasoning right. All
of this suggests that when we hope to exploit the intuitive equivalences in (L)
to develop a successful theory of epistemic modals, it is the dynamic view of
indicative conditionals that should serve as our starting point.
The basic dynamic framework requires some extensions to yield a fully
successful theory of conditionals and epistemic modals, including a semantics
for tense and a pragmatic theory. This is not the place to dive into the details,
but let me quickly address one prominent issue. An anonymous referee remarks
that the basic dynamic proposal does not provide for the potential uncertainty
of conditionals. For all σ, either σ  (φ ⇒ ψ) or σ  ¬(φ ⇒ ψ), which is just
to say that a conditional is either fully rejected or fully accepted in a given
state (and similarly for epistemic modals). The referee’s observation is a fair
one, but a minimal extension of what has been said so far can take it into
account. Suppose that instead of changing Stalnakerian contexts, sentences
of L change states, which are defined as sets of sets of possible worlds. If Σ
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is such a state, then a new update function ↑: ℘(℘(W )) 7→ ℘(℘(W )) for L is
defined as follows:
(xiii)

Σ ↑ φ = {σ: σ 6= ∅ ∧ ∃σ ′ ∈ Σ: σ ′ [φ] = σ}

Update of a state Σ with a formula φ comes down to the following
procedure: first update every element of Σ with φ; then gather all the resulting
sets of possible worlds, leaving out those that are empty. This determines the
output state. Updating an element of Σ proceeds as defined in the previous
section, and the derivation of (xi) and (xii) on the basis of (vii)-(x) and (L)
proceeds as before.
In the light of (xiii), we can redefine what it means for an argument to
be dynamically valid. An argument has this property just in case updating
any state with each premise and then with the conclusion amounts to nothing
more than updating that state with each premise:

Dynamic Validity (revised version) If φ1 , . . . , φn , ψ ∈ L, then φ1 , . . . , φn ∴
ψ is dynamically valid iff every state Σ is such that Σ ↑ φ1 . . . ↑ φn ↑ ψ =
Σ ↑ φ1 . . . ↑ φn .

We now say that Σ  φ just in case Σ ↑ φ = Σ. It is trivial to verify that
the extended framework preserves the intuitive entailments that I discussed in
the previous sections: Fact 3 and Fact 4 also hold on the revised version of
dynamic validity. In addition to that, we can now account for the potential
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uncertainty of conditionals, as there are states Σ such that Σ 2 (φ ⇒ ψ) and
Σ 2 ¬(φ ⇒ ψ): just think of a state in which some but not all elements pass the
test encoded by pφ ⇒ ψq. By the same reasoning, we can also provide for the
potential uncertainty of epistemic modals, which is illustrated by an example
from DeRose (1991). A cancer test is run, and depending on the outcome the
patient may or may not have cancer. If the test results are unknown it may
be uncertain whether
(5) It might be that N.N. has cancer.
Schulz admits that in order to account for DeRose’s example, he needs
to postulate an ambiguity: a might-statement may either express subjective or
objective probability. No such ambiguity is needed in the extended dynamic
framework, as there are states Σ such that Σ 2 3φ and Σ 2 ¬3φ: think of a
state in which some but not all elements pass the test encoded by p3φq. This
illustrates another advantage of the dynamic over the suppositional account
of conditionals and epistemic modals.14

14

For comments, I would like to thank Nicholas Asher, Josh Dever, Hans Kamp, Mark
Sainsbury, and an anonymous Philosophical Studies referee.
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Chapter 4
New Surprises for the Ramsey Test
4.1

Introduction

How to evaluate a conditional? In 1929, Ramsey made the following suggestion:
If two people are arguing “If p will q?” and both are in doubt as
to p, they are adding p hypothetically to their stock of knowledge
and arguing on that basis about q; so that in a sense “If p, q” and
“If p, q” are contradictories. We can say that they are fixing their
degrees of belief in q given p.
Ramsey’s suggestion concerns open conditionals, i.e. conditionals whose antecedent can be consistently added to what the evaluating agent currently
believes. Hence it does not provide a general recipe for evaluating the majority of counterfactual conditionals. These limitations notwithstanding, the
quoted passage has served as a starting point for a variety of approaches to
the formal semantics of open conditionals. A very popular interpretation of
Ramsey’s remarks runs as follows:
(RT) A ⇒ B @ K iff. B ∈ K + A
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where K is the set of sentences fully believed true by an agent, and K +
A is the result of adding A hypothetically to K. We write “A ⇒ B @ K ”
whenever a conditional “A ⇒ B” is accepted in K. However, it is controversial
how to analyse the notion of accepting a conditional, and for the moment I
shall rely on an intuitive understanding of this notion.1 Also, it is inessential
for our purposes if and how Ramsey’s method can be extended to non-open
conditionals. Unless stated otherwise, I shall assume that the antecedent can
be consistently added to K.
In critical discussions of the Ramsey test, so-called “Thomason conditionals” like:
(T) If Sally is deceiving me, I do not believe it (because she is so clever).2
and the phenomenon of Moore’s paradox, i.e. the unacceptability of constructions of the form:
(M) # φ and I do not believe that φ.3
1

The controversy I have in mind is whether acceptance of “A ⇒ B” in a corpus K is
reducible to elementhood of “A ⇒ B” in K. See, e.g., Levi (1977, 1980) and Gärdenfors
(1986) for discussion.
2
This example is a variant of Richmond Thomason’s original example as discussed by
van Fraassen (1980). What is characteristic of a Thomason conditional is that the consequent asserts the agent’s ignorance or disbelief of the fact described in the antecedent. Two
other examples are from Lewis (1986) and Jackson (1987), respectively:
If Reagan works for the KGB, I’ll never believe it.
If Reagan is bald, no one outside his immediate family knows it.
3

As usual, “#” represents unassertability, which is a much broader than notion than the
one of ungrammaticality.
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have served to refute rather crude interpretations of Ramsey’s original suggestion. Thus Chalmers. and Hájek (2007) argue that Ramsey’s method must
not be interpreted as follows:
“If φ then ψ” is acceptable to an agent S iff., were S to accept φ
and consider ψ, S would accept ψ.
For suppose that this suggestion were correct. As Moore observes, I cannot
accept that Sally is deceiving me, and then refuse to accept that I believe
that Sally is deceiving me. Thus there are no circumstances in which I may
accept the Thomason conditional in (T). This is the wrong result, as there
certainly are circumstances in which I would accept the conditional—all it
takes is enough confidence in Sally’s cleverness. Since this problem extends
to sentences of arbitrary complexity, we arrive at the even worse result that
rational agents must take themselves to be omniscient and infallible. It follows
that the suggested interpretation is untenable.4
According to the account that Chalmers and Hájek—correctly—criticise,
an agent S who evaluates a conditional should consider the closest possible
worlds in which S accepts the antecedent, and check whether these are worlds
in which S also accepts the consequent. The reader might have noticed that
this is not what Ramsey has in mind. Ramsey does not suggest that the antecedent is accepted by the evaluating agent; rather, his suggestion is that
4

Similar objections to the Ramsey Test thus understood are raised by Jackson (1987),
Edgington (1995), Woods (1997), and Bennett (2003).
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the antecedent should be hypothetically added to what the evaluating agent
believes. To illustrate the difference between these two proposals, we might
give the following reformulation of Ramsey’s original suggestion in terms of
counterfactuals. To evaluate a conditional, one should consider the closest
possible worlds in which one hypothetically accepts that the antecedent holds,
and check whether one hypothetically accepts the consequent in those worlds.5
Indeed, Arló Costa and Levi (1986) observe that any interesting implementation of the Ramsey test has to satisfy the following criteria, which are explicitly
required by Ramsey himself.6
5

Assuming Strong Centering, this method of evaluating conditionals is fully equivalent
to Ramsey’s original suggestion, taken literally: add the antecedent hypothetically to one’s
current beliefs, and check whether one then hypothetically accepts the consequent. I see
no benefit in a counterfactual phrasing of Ramsey’s method, and thus will stick to a literal
reading of his suggestion in what follows.
6
That Ramsey requires the first criterion is indicated by various passages in his
“General Propositions and Causality.” Conditionals—which Ramsey also calls “variable
hypotheticals”—are not believed, but encode rules for belief formation (page reference is to
the reprint in Ramsey (1990)).
Variable hypotheticals are not judgements but rules for judging “If I meet a
φ, I shall regard it as a ψ.” This cannot be negated but it can be disagreed
with by one who does not adopt it. (p. 149)
Ramsey denies that conditionals are truth-value bearers since we can agree on all the
facts and still disagree about a conditional. He considers a scenario in which we disagree
with someone who holds that if he eats the cake, he will get sick, and thus does not eat it.
After the event we both know that he did not eat the cake and that he was
not ill; the difference between us is that he thinks that if he had eaten it he
would have been ill, whereas we think he would not. But this is prima facie
not a difference of degrees of belief in any proposition, for we both agree as to
all the facts. (p. 155)
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1. The conditionals considered acceptable according to the Ramsey Test
are neither truth-value bearers nor objects of belief.
2. The conditionals “If A, then B ” and “If A, then ¬B” cannot be simultaneously acceptable relative to the epistemic state of any agent that is
in suspense about A.
3. The conditionals delivered by the Ramsey Test are to be understood as
expressions of suppositional reasoning.
4. An agent who is in suspense about A accepts “If A, then B ” with respect
to his or her epistemic state iff B belongs to the belief state obtained
after adding A to that state.
Since the third criterion clearly requires that the antecedent is only supposed
to be true by the evaluator of a conditional, neither Thomason conditionals
nor Moore’s paradox seem to be of high interest for the status of the Ramsey
test.
This view, however, underestimates the importance of Thomason conditionals and Moore’s paradox for the Ramsey test. Taken together, they have
much greater philosophical momentum than what has so far been realized. In
particular, they show that (i) supposing cannot, as traditionally assumed, be
reconstructed in terms of adopting a potential belief state and (ii) modus ponens is an invalid rule of inference. These issues will be discussed in turn. As
That Ramsey requires the other criteria is clear from the quote in §1.
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a final contribution, this paper presents a formal framework for the semantics
of conditionals that takes these lessons into account and thus constitutes a
substantial improvement over former implementations of the Ramsey test.

4.2

Supposing and Potential States of Belief

How to make a supposition? The intuitive answer is that in supposing A, an
agent S temporally adopts the belief state S would be in, were S to accept
that A is true. This answer is not only intuitive and widely accepted, but also
plays an important role in explaining the important role of suppositions for
practical and theoretical deliberations. Thus Levi observes that in practical
deliberation, rational agents can, and in fact often do, suppose that a certain
option is chosen without accepting, or coming to believe, that the option is
implemented. In this context, he writes:
The state of full belief reached by adding the information that the
option is chosen and is going to be implemented is the same potential state of full belief as the suppositional state reached by supposing for the sake of the argument that the option is implemented.
That is why suppositional reasoning is so useful in practical deliberation. Levi (1996, p. 4)
Levi also points out that rational inquiry regularly involves supposing
a certain answer and exploring its consequences before the answer is believed
to be true. Furthermore, changing a state of belief requires some sort of
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accounting of justification, while supposition does not. Critical assessment of
the latter is restricted to the question to what degree, if any, the supposition
is relevant for the problem at hand. But also in the context of theoretical
deliberation, Levi claims that supposing is adopting a potential belief state
(where K is the agent’s current belief state and h is a sentence):
If the inquirer subsequently adopts the potential answer represented by expanding K through adding h as his or her state of
full belief, the formal structure of the shift from K is the same as
when K is expanded by supposing h for the sake of the argument.
(Ibid.)
Levi gives voice to a strongly motivated view of suppositional reasoning. It is the match between the potential state of full belief that A and the
epistemic state reached by supposing that A that explains the usefulness of
suppositional reasoning. If the two were different—if supposing A would result
in an epistemic state notably different from the epistemic situation the agent
would be in, were that agent to genuinely believe A—how could suppositional
reasoning be useful for rational inquiry? After all, suppositional reasoning is
designed to show us the vices and virtues of adopting a certain potential state
of full belief. Unless suppositional reasoning is a reliable guide to states of full
belief, its usefulness for rational inquiry appears unexplained.
These are philosophical considerations that we need to take seriously.
But there is an argument that strongly points in the opposite direction. The
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view that supposing is adopting a potential belief state is inconsistent with
some plausible assumptions about belief states and hypothetical reasoning. To
develop the point in detail, epistemic states will be modeled, as usual, as sets
of sentences closed under the logical consequence relation Cn, i.e. theories.
The epistemic state of an agent S comprises everything S is committed to
qua S ’s avowed beliefs, and qua logical consequence—regardless of whether
S does or even can live up to these commitments. The language is confined
to classical propositional language, but extended with constructions involving
the Ramsey conditional (⇒) and belief self-ascriptions of the form “I believe
that φ” (Bel(φ)). Define:
LB
⇒ is the smallest set containing any sentential atoms A = {p, q, ...}
and closed under negation (¬), conjunction (∧), the Ramsey conditional (⇒) and the belief operator (Bel).
The following minimal constraints on how a rational agent ought to
move from one epistemic state to another by supposing that φ apply:
(Success) For all φ ∈ LB
⇒: φ ∈ K + φ
(Consistency) If ¬φ ∈
/ Cn(∅), then K + φ is consistent
Success requires that posterior states carry commitments to the information inducing the change; Consistency requires that hypothetical reasoning should be
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consistency preserving and, where this does not conflict with Success, consistency restoring. These constraints should be familiar from discussions of belief
revision models, and for present purposes I treat them as non-negotiable.
A belief set is a theory that reflects our interests in agents who believe
the (classical) consequences of what they believe. Not just any theory will do
as a belief set. For present purposes, we want agents to be reflective, their
belief sets encoding not only first-order beliefs but also being closed under
what the agent considers to be his or her own doxastic state. Adopting a
standard procedure, we capture this by first defining an operation Dox.
If K is a corpus, then the meta-corpus Dox(K ) is the smallest set
such that:
1. if φ ∈ K, then Bel(φ) ∈ Dox(K )
2. if φ ∈
/ K, then ¬Bel(φ) ∈ Dox(K )
A belief set K is closed under Dox iff Dox(K ) ⊆ K.
Reflectivity can now be put as the constraint that we only consider
Dox-closed belief sets:
(Reflectivity) If K is a belief state, then K is closed under Dox.
Closure of K under Dox is not only intuitive when it comes to belief, but
also supported by a doxastic interpretation of Moore’s paradox. In order to
accept a conjunction, an agent must accept both conjuncts. Hence a rational
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agent who accepts (M) accepts that φ and that s/he does not believe that φ.
Thus both conjuncts are in the agent’s belief state. But the belief that φ is
true and Reflectivity commit the agent S to believing that S believes that
φ. Reflectivity thus straightforwardly explains why (M) is unacceptable to a
rational agent: accepting (M) would commit the agent to holding incompatible
beliefs about his or her doxastic situation.7
Our epistemic capacities are limited. There are truths we do not believe. We assume that some rational agents are modest in the sense that they
are aware of these limitations.8
(Modesty) For some K, for some ¬A ∈
/ Cn(∅) : A ⇒ ¬Bel(A) @ K
Modesty is entailed by the observation that Thomason conditionals are sometimes perfectly acceptable to rational agents.
It can now be proven that the preceding principles are incompatible
with the view that suppositional reasoning is to be identified with adopting a
potential belief state, i.e. with the following view about suppositional reasoning:
(SR) For all φ ∈ LB
⇒ : K + φ is a belief state.
7

Shoemaker (1995) suggests that what can be coherently asserted is constrained by what
can be coherently believed. If this is correct, it follows as a corollary that it is absurd to
assert (M).
8
As before, we should avoid equating acceptance of A ⇒ B at K with elementhood of
A ⇒ B in K. Hence the use of “@” instead of “∈.”
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Proof. By Modesty, there is a K such that A ⇒ ¬Bel(A) @ K, ¬A ∈
/ Cn(∅).
Thus by RT, ¬Bel(A) ∈ K + A. But by SR, K + A is a belief state, and
so Dox(K + A) ⊆ K + A by Reflectivity. Since A ∈ K + A by Success,
Bel(A) ∈ K + A . Thus K + A is inconsistent, whence by Consistency
¬A ∈ Cn(∅). Contradiction.

The view that supposing is adopting a potential state of belief is widely
accepted and enjoys some important philosophical motivation. This notwithstanding, the competing principles have stronger support. We do not want to
give up Success and Consistency. Reflectivity and Modesty are highly intuitive
and, what is more, Reflectivity explains why Moorean constructions are unacceptable, while Modesty is entailed by the fact that Thomason conditionals are
sometimes perfectly acceptable to rational agents. We thus have to re-think
what it means to suppose that something is the case. Let me conclude with
some final remarks before we move on to modus ponens.
There is an interesting resemblance between the present result and
what is known as the “Fuhrmann impossibility result.”9 To illustrate this
point, extend LB
⇒ with constructions involving the epistemic modals 3, 2,
understood as duals. Thus we add to LB
⇒ constructions stating what might
and must be the case. Analogous to what happened before, we first define an
operation Poss.
9

See Levi (1988), Fuhrmann (1989), Rott (2001). The term “Fuhrmann impossibility
result” goes back to Hansson (1999).
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If K is a corpus, then the meta-corpus Poss(K ) is the smallest set
such that:
1. if φ ∈ K, then 2φ ∈ Poss(K )
2. if ¬φ ∈
/ K, then 3φ ∈ Poss(K )
A belief set K is closed under Poss iff Poss(K ) ⊆ K.
Fuhrmann’s impossibility result is concerned with belief revision, but
straightforwardly applies to hypothetical reasoning. It shows that if “+” obeys
Success and Consistency, the following principles of Preservation and Reflectivity* are inconsistent if there are non-trivial corpora K.
(Preservation) If ¬φ ∈
/ K, then K ⊆ K + φ
(Reflectivity*) If K is a belief state, then K is closed under Poss
(Non-Triviality) There is a corpus K such that: neither φ ∈ K
nor ¬φ ∈ K
Proof. Given non-trivial K, select A such that neither A ∈ K nor ¬A ∈ K.
Due to Reflectivity, Poss(K )⊆ K and thus 3A ∈ K, 3¬A ∈ K. Consider
K + A. Since A ∈
/ K, K ⊆ K + A by Preservation. Thus 3¬A ∈ K + A. But
by Success, A ∈ K + A, and thus due to Closure under Poss, 2A ∈ K + A.
Thus K +A is inconsistent, whence by Consistency ¬A ∈ Cn(∅). But all belief
sets are closed under Cn, so ¬A ∈ K. Contradiction.
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In words, this result shows that agents who have beliefs about what might and
might not be the case given their current epistemic situation cannot be doxastically preservative in hypothetical reasoning, unless they are fully opinionated
about objective matters of fact (the trivial case).
The results are similar since both involve, in addition to Success and
Consistency, an introspective principle (Reflectivity, Reflectivity*) and a fairly
uncontentious existence claim about corpora (Modesty, Non-Triviality). The
novel result of this paper, however, does not appeal to the controversial Preservation principle, which is rejected by most authors as a reaction to the Fuhrmann
impossibility result. Instead, the inconsistency of K+A is derived via the Ramsey test and the assumption that supposing results in a state of belief. In fact,
the use of (RT) brings the present observation closer to Gärdenfors’s (1986)
result that the Ramsey test and the Preservation principle are, on pain of triviality, inconsistent. Notice, however, that Gärdenfors equates acceptability of
a conditional at a corpus with set membership, i.e. his proof employs (O):
(O) A ⇒ B ∈ K iff. B ∈ K + A
No step in the argument against the claim that supposing is adopting a potential belief state requires (O)—the notion of accepting a conditional is left
at an intuitive level.
However, the fact that both results involve some introspective principle
might be grist for the mills of those who are sceptical of Reflectivity. Levi
denies that we ever have beliefs of serious possibility, banning epistemic modals
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and conditionals from the corpus K. It seems to me abundantly clear that
there are second-order beliefs of the form “I believe that φ.” Such judgements
qualify as “biographical remarks” in Levi’s sense—judgements an agent makes
about his or her own state of belief, evaluable for truth or falsity. Thus Levi
himself would have to admit that the belief self-ascriptions that figure in the
presented result are regular beliefs, admissible into the corpus K. Reflectivity,
then, appears to be beyond dispute. Accordingly, we need to give up the
assumption that engaging in hypothetical reasoning is adopting a potential
belief state.

4.3

Modus Ponens

What inferences are licensed by conditionals? According to the rule of modus
ponens, an indicative conditional of the form pφ ⇒ ψq licenses, together with
the antecedent φ, inference to the conclusion that ψ. In other words, pφ ⇒ ψq
is at least as strong as the material conditional pφ ⊃ ψq, i.e.:
(MP) pφ ⇒ ψq ⊢ pφ ⊃ ψq10
I am concerned here with modus ponens as a rule of inference, not as a
law of semantics about the preservation of truth.11 McGee (1985) has famously
10

This is only one way of stating the rule of modus ponens. Here is an alternative:
φ ⇒ ψ, φ ⊢ ψ. In the framework developed at a later state, this alternative is not equivalent
to (MP), yet it fails to be valid as well.
11
Remember Arló Costa’s and Levi’s observation that Ramsey conditionals fail to bear
truth-values. As a semantic rule, modus ponens is not applicable to conditionals thus
understood.
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offered alleged counterexamples to modus ponens thus understood. However,
his counterexamples are limited to cases in which the consequent is itself a
conditional, making his attack on modus ponens susceptible to a series of
critical responses.12 The following counterexample to modus ponens is immune
to such criticisms and thus constitutes, I think, a substantial improvement over
the scepticism about this rule as originally expressed by McGee.
To establish the counterexample to modus ponens as a rule of inference,
I demonstrate that there is an occasion on which one has good grounds for
believing the premises of an application of modus ponens, yet one has no
good reason for accepting the conclusion. Specifically, in the light of Moore’s
paradox, modus ponens turns out as inferentially unreliable for modest rational
agents. Let me explain.
Moorean paradoxical constructions are unacceptable to rational agents.
Unacceptability comes in different flavors. The agent might be unable to
accept φ since the agent does not have sufficient evidence in support of φ. The
agent might also be unable to accept φ since φ is a priori absurd. For instance,
φ might be an obvious contradiction. In such cases, not only is φ unacceptable,
but also is the agent rationally committed to accept p¬φq. Neither accepting
φ nor p¬φq is not an option: unacceptability of φ commits any rational agent
to acceptance of p¬φq. Moorean paradoxical constructions are unacceptable
in the latter sense. It is simply absurd for a rational agent to judge true both
12

See, e.g., the defenses of modus ponens offered by Sinnott-Armstrong et al. (1986) and
Lowe (1987)
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that φ holds and that the agent does not believe that φ holds. Hence rational
agents ought to accept the negation of (M):
(N) Not: φ and I do not believe that φ.
Consider an agent S who accepts the Thomason conditional “If Sally
is deceiving me, I do not believe that she is deceiving me.” Accepting (MP)
yields the following as a valid argument for S, with “A” abbreviating “Sally is
deceiving me.”
(1)
(2)
(3)
(4)
(5)

A ⇒ ¬ Bel(A)
¬(A ∧ ¬Bel(A))
A ⊃ ¬ Bel(A)
A ⊃ Bel(A)
¬A

(assumption)
(N)
(1, MP)
(2, tautology)
(3, 4, tautology)

But this is the wrong result. Certainly, clever women are not always loyal,
so S should not be allowed to infer Sally’s loyalty from her cleverness. S has
good reason to believe (1) and (2) and to trust the tautological laws involved,
but (MP) leads to a conclusion S does not have good reason to believe.
To avoid potential confusions, notice that the counterexample does not
involve a case in which an agent accepts a conditional and rejects it once the
antecedent is learnt. Given certain assumptions about validity, such scenarios
are compatible with modus ponens. But this issue is irrelevant for present purposes. The problematic inference occurs without the agent learning anything
about Sally’s deceptive activities, and thus there is no reason for the agent to
give up the conditional.
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It should be noted that this argument does not make any specific assumptions about the Ramsey test, but works against any theory of conditionals
that predicts (MP) as a valid rule of inference. However, let K/A be the result
of coming to believe that A in state K. Then it is a minimal condition for B
being in K/A that A ⊃ B ∈ K—otherwise K/A could not capture the logical
commitments of an agent who comes to believe that A in K. Now remember
the assumption that supposing that A is adopting the state one would be in,
were one come to believe that A, and put this more rigidly as K + A = K/A.
Then (MP) follows straightforwardly. In other words, (MP) follows from (RT)
and the following principles:
(Commitment) If ψ ∈ K/φ, then φ ⊃ ψ ∈ K

(SR*) For all φ ∈ LB
⇒ : K + φ = K/φ
Proof. Assume that A ⇒ B @ K. By (RT), B ∈ K + A and thus B ∈ K/A by
(SR*). Whence A ⊃ B ∈ K by Commitment.

If it is agreed that Commitment looks pretty good, then once again it is problematic to assume that supposing A is adopting the potential state of full
belief that A. If this assumption is dropped, supposing that A might result in
an epistemic state that is different in kind from the one the agent would be in,
were the agent come to believe A. Specifically, and set theoretically speaking,
the former need not be a subset of the latter, thus blocking the derivation
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of modus ponens from the Ramsey test. Once again, we have reason not to
reconstruct supposing as adopting a potential belief state.

4.4

Double-Indexed Dynamic Semantics

How to accommodate the lesson that supposing is not to be understood as
adopting a potential belief state? Here is a suggestion. In an abstract representation of information states, one needs to keep track of what the agent
believes and what, in addition, is supposed. That is, information states are
to be represented as double-indexed, where one index keeps track of what
is believed, while the other index keeps track of additional assumptions. In
representing information processing, we can now distinguish between supposing and coming to believe. These ideas are most perspicuously elaborated by
revising an Update Semantics as originally developed by Veltman (1996).13
The Update Semantics is designed for our language LB
⇒ , which, to repeat, is the smallest set that contains any sentential atoms A = {p, q, ...} and
is closed under negation (¬), conjunction (∧), the Ramsey conditional (⇒)
and the belief operator (Bel).

13

For further elaborations of Update Semantics, see Groenendijk et al. (1996b),
van der Does et al. (1997), and Beaver (2001). Gillies uses Update Semantics in his studies of Moore’s paradox (2001), indicative conditionals (2004a), and belief revision (2004b;
2006). The considerations presented in the sections before apply to Gillies’s work without
loss of generality.
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Definition 1 (Possibilities and Double-Indexed Information States) Fix a set
A of atomic formulas, w is a possibility iff w : A → {0, 1}. W is the set of
such w ’s. An ordered pair hs1 , s2 i is a double-indexed information state iff
s1 , s2 ⊆ W . I is the set of such hs1 , s2 i’s. An information state hs1 , s2 i is
absurd iff. s1 or s2 are the empty set. An information state hs1 , s2 i is regular
iff. s1 = s2 .

The notion of an information state as laid down in the first definition
differs from the one of the preceding sections in two respects. Sets of sentences are replaced with sets of possible worlds, and some structure is added
via double-indexing. The first difference is merely notational; the second, substantial one, allows keeping track of what is believed and assumed. I stipulate
that s2 keeps track of what is believed, while s1 keeps track of what the agent
assumes. If s1 = s2 , the information that is relevant for the agent’s hypothetical reasoning is fully provided by what the agent believes. If an agent
with information state hs1 , s2 i assumes that p holds yet does not believe it,
p will be true in all possibilities of s1 but not of s2 . For current purposes,
we are interested in those cases in which s1 ⊆ s2 , i.e. in those cases in which
the agent’s assumptions are not in conflict with the agent’s beliefs. It is worth
noticing, however, that there is no formal obstacle to allowing for free variation
of beliefs and assumptions.
In information processing, we update our information state, i.e. updating is a process that takes us from one information state to the next given
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some new input. One may hypothetically update one’s information state with
φ without assuming that one believes that φ. Double-indexing allows us to
capture this point. Hypothetically accepted sentences induce updates on the
first position in the agent’s information state, but what matters for the correctness of a belief ascription is the second position of that information state.

Definition 2 (Hypothetical Updates on Double-Indexed Information States)
Consider any w ∈ W , hs1 , s2 i , hs3 , s4 i ∈ I, p ∈ A, and φ, ψ ∈ LB
⇒ . Define a
function ⊟ : I×I → I in the following way: hs1 , s2 i⊟hs3 , s4 i = h(s1 \ s3 ), s2 i. A
hypothetical update ↑ is a function: I → I defined by the following recursion:
hs1 , s2 i ↑ p = h{w ∈ s1 : w(p) = 1}, s2 i;
hs1 , s2 i ↑ ¬φ = hs1 , s2 i ⊟ (hs1 , s2 i ↑ φ);
hs1 , s2 i ↑ (φ ∧ ψ) = (hs1 , s2 i ↑ φ) ↑ ψ;
hs1 , s2 i ↑ (φ ⇒ ψ) =
h{w ∈ s1 : (hs1 , s2 i ↑ φ) ↑ ψ = hs1 , s2 i ↑ φ}, s2 i;
(5) hs1 , s2 i ↑ Bel (φ) =
h{w ∈ s1 : hs2 , s2 i ↑ φ = hs2 , s2 i}, s2 i.

(1)
(2)
(3)
(4)

A rational agent should at least hypothetically accept φ if the agent is in an
information state hs1 , s2 i such that hs1 , s2 i ↑ φ = hs1 , s2 i.

Remember the stipulation that s2 keeps track of what the agent believes. To see what is going on in the second definition, notice that a hypothetical update on an information never induces a change on s2 . This captures
the fact that assuming that φ is the case does not affect what the agent be-
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lieves. But as one can see from (1), assuming that Sally is deceiving me is
quite like coming to believe that Sally is deceiving me, in the sense that it
removes epistemic uncertainty. (1) requires that hypothetically updating an
information state with an atom p eliminates all possibilities from s1 in which
p is false. Clause (2) integrates Veltman’s original treatment of negation as
set subtraction into double-indexed dynamic semantics. In hypothetically updating an information state hs1 , s2 i with p¬φq, we first determine the result
of hypothetically updating that state with φ, hs1 , s2 i ↑ φ, and then subtract
the first position of the latter from the first position of the original state (this
is just what “⊟” does). So for example, hypothetical update with ¬p only
leaves those possibilities in s1 in which p is false, but s2 unmodified. To hypothetically update an information state with a conjunction, an agent first
hypothetically updates with the first conjunct, and then hypothetically updates the resulting state with the second conjunct. Conjunction is functional
composition (cf. (3)).
Clause (4) encodes Ramsey’s suggestion for evaluating conditionals. A
conditional performs a test on an information state. If hypothetically updating
the information state with φ and then with ψ would add no more information
than a mere hypothetical update with φ, i.e. if (hs1 , s2 i ↑ φ) ↑ ψ = hs1 , s2 i ↑ φ,
the state passes the test posed by the conditional pφ ⇒ ψq. Put another
way, an agent’s information state passes the test posed by pφ ⇒ ψq if and
only if the agent will hypothetically accept ψ under the assumption that φ.
Clause (4) then simply combines this idea with our previous agreement that
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hypothetical updates only affect the first position of an agent’s information
state: Hypothetical update of hs1 , s2 i with a formula of the form pφ ⇒ ψq
returns the original state hs1 , s2 i if it holds that (hs1 , s2 i ↑ φ) ↑ ψ = hs1 , s2 i ↑ φ.
Otherwise, the output is h∅, s2 i.
Now let’s move on to clause (5). Quite like a Ramsey conditional, a
belief self-ascription is concerned with the information state of the evaluating
agent. Self-ascribing the belief that φ is adequate just in case the ascriber
already believes the information encoded in φ. In our framework, that will
hold just in case the information that φ carries is already contained in the
information encoded in s2 : adding the information carried by φ to s2 produces
no change at all to s2 . This intuition is clear enough, but we need to overcome
a small technical difficulty. To check whether the agent believes that φ, it
would not be sufficient to check whether hs1 , s2 i ↑ φ = hs1 , s2 i. This condition
is fulfilled just in case the information carried by φ is already contained in
the information encoded in s1 —we are simply looking at the wrong index.
Of course, no problem occurs in case s1 = s2 , but the main point of the
framework under investigation is that an agent can add information to s1
without adding it to s2 . Fortunately, a simple modification will do the trick.
We first copy s2 into the first position, and then check whether hs2 , s2 i ↑ φ =
hs2 , s2 i. That condition is fulfilled just in case the information carried by φ
is already contained in the information encoded in s2 —we are guaranteed to
look at the right index. If we combine this idea with the general treatment of
hypothetical updates, this gives us clause (5): hypothetical update of hs1 , s2 i
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with a formula of the form pBel (φ)q returns the original state hs1 , s2 i just
in case hs2 , s2 i ↑ φ = hs2 , s2 i. Otherwise, the output is h∅, s2 i.14 I will now
describe what happens when an agent accepts a formula φ, i.e. what it is to
genuinely update one’s information state with φ.
In order to prepare the introduction of the notion of accepting (as opposed to supposing), I introduce a simple function that brings the second
position of an information state in line with the first position of that state.

Definition 3 (The (*)-Function) Define a function ∗ : I → I:
(*) hs1 , s2 i∗ = hs1 , s1 i.
We are now in a position to capture the notion of acceptance by defining the notion of a genuine update (as opposed to a mere hypothetical update)
on an information state. The idea is very simple. Genuine update with φ is
quite like hypothetical update with φ, the difference being that the former also
affects what the agent believes, i.e. the second position of his or her information state. This is where the (*)-function gets important. It guarantees that
the effects of hypothetically accepting φ on s1 get carried across to the second
position.

14

The current treatment of hypothetical updates as tests as laid out in (4) and (5) is good
enough for present purposes. In §5.3, I will say more about what might happen in case an
agent’s information state fails such a test.
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Definition 4 (Genuine Updates on Double-Indexed Information States) Consider any hs1 , s2 i ∈ I, p ∈ A, and φ, ψ ∈ LB
⇒ . A genuine update function
↑∗ : I → I is defined by the following recursion:
(i)
(ii)
(iii)
(iv)
(v)

hs1 , s2 i ↑∗
hs1 , s2 i ↑∗
hs1 , s2 i ↑∗
hs1 , s2 i ↑∗
hs1 , s2 i ↑∗

p = (hs1 , s2 i ↑ p)∗ ;
¬φ = (hs1 , s2 i ⊟ (hs1 , s2 i ↑∗ φ))∗ ;
(φ ∧ ψ) = (hs1 , s2 i ↑∗ φ) ↑∗ ψ;
(φ ⇒ ψ) = (hs1 , s2 i ↑ (φ ⇒ ψ))∗ ;
Bel (φ) = (hs1 , s2 i ↑ Bel (φ))∗ .

To get a feel for the mechanism, consider (i): an agent who accepts p first
hypothetically updates with p, thus eliminating the possibility of p being false
in s1 . We then copy s1 over into the second position, thus guaranteeing that
the possibility of p being false is eliminated in both indices. The resulting
information state now passes the test posed by Bel (p), which is exactly the
result we wanted. It is easy to verify that the same mechanism is at work in
the other clauses.
The final step is to introduce the notions of support, entailment and
equivalence. Intuitively, an information state commits one to φ just in case the
information carried by φ is already contained in that information state. One
way of making this more precise is this: an information state hs1 , s2 i commits
one to φ, φ is supported by hs1 , s2 i, just in case genuine update of that state
with φ amounts to nothing more than a genuine update of that state with any
tautology.
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Definition 5 (Support, Entailment, Equivalence) Let hs1 , s2 i be an information state, and φ, ψ be any formulas in LB
⇒ . The support and commitment
relation  is defined as follows (where 1 is any tautology):15
hs1 , s2 i supports φ, hs1 , s2 i  φ, iff hs1 , s2 i ↑∗ φ =
hs1 , s2 i ↑∗ 1;
(II) φ commits to ψ (φ entails ψ), φ  ψ, iff it holds for
all hs1 , s2 i that: hs1 , s2 i ↑∗ φ  ψ;
(III) φ, ψ are epistemically equivalent, φ ∼
= ψ, iff it holds
for all hs1 , s2 i that: hs1 , s2 i ↑∗ φ = hs1 , s2 i ↑∗ ψ.

(I)

Let me make explicit why the current revision model hI, ↑, ↑∗, i is a substantial
improvement over previous approaches to the Ramsey Test.
First, supposing is not reconstructed in terms of adopting a potential
belief state. The epistemic state of an agent who supposes φ may be different
from the one the agent would be in, were the agent to accept φ. In the former
case, only the first position of the epistemic state is modified; in the latter,
both positions may undergo a change.
Second, it becomes immediately clear from (1) and (5) that hypothetically updating an information state with a sentence φ does not guarantee that
the information state passes the test posed by pBel (φ)q. In other words,
15

To see why updating with 1 is advantageous in (I), consider the major alternative:
hs1 , s2 i supports φ, hs1 , s2 i  φ, iff, hs1 , s2 i ↑∗ φ = hs1 , s2 i.

According to this definition, an irregular information state (i.e. if s1 6= s2 ) does not support
anything, not even a tautology. The (∗ )-function brings the first and second position in line,
and thus induces a change on all irregular information states. The definition in (I) takes
care of this problem.
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an agent can coherently assume pφ ∧ ¬Bel (φ)q. And this is all we need to
predict that a Thomason conditional of the form pφ ⇒ ¬Bel (φ)q may
be perfectly acceptable to a rational agent. Remember what we said about
the Ramsey conditional: an agent’s information state passes the test posed
by such a conditional just in case the agent hypothetically accepts the consequent on the assumption that the antecedent is true. So one should accept
a Thomason conditional just in case one hypothetically accepts p¬Bel (φ)q
on the assumption that φ. And this is a real possibility given the current
framework. To offer a simple example, take an agent’s regular information
state hs1 , s2 i, so that both p and ¬p are possibilities in s1 , s2 . As it stands,
(hs1 , s2 i ↑ p) ↑ ¬Bel (p) = hs1 , s2 i ↑ p, and thus pp ⇒ ¬Bel (p)q is acceptable to the agent. Coming back to the case of Sally, I may accept (T)
whenever I do not already believe that Sally is deceiving me and have no good
reason to believe that I would become informed about Sally’s future attempts
of deceiving me.
Third, Moore’s Paradox is nevertheless fully captured by the present
framework. For each hs1 , s2 i, hs1 , s2 i ↑∗ φ  Bel (φ) and thus hs1 , s2 i 
¬(φ ∧ ¬Bel (φ)). So even though pφ ∧ ¬Bel (φ)q can be coherently assumed,
it cannot be coherently accepted. Another way of putting the point is that the
result of accepting φ in state hs1 , s2 i is reflective in the sense that φ  Bel (φ).
In contrast, the result of hypothetically accepting φ is not always reflective
since there are hs1 , s2 i such that hs1 , s2 i ↑ φ 2 Bel (φ). It is at this point that
the inconsistency of §2 is avoided. If φ is accepted in a state hs1 , s2 i, i.e. if
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hs1 , s2 i  φ, that state is reflective in the sense that hs1 , s2 i  Bel (φ). But
the state reached by hypothetically accepting φ (corresponding to K + φ from
§§ 2, 3) is not always a state in which φ is accepted. Specifically, there are
hs1 , s2 i such that hs1 , s2 i ↑ φ 2 φ and hs1 , s2 i ↑ φ 2 Bel (φ).
Fourth, the current framework predicts that rational commitment is
not closed under the rule of Modus Ponens (MP), since an agent may be
committed to pφ ⇒ ψq without being committed to pφ ⊃ ψq. This follows
immediately from the previous remarks. The conclusion of the second remark
was that there are hs1 , s2 i such that hs1 , s2 i  φ ⇒ ¬Bel (φ). The conclusion
of the third remark was that for each hs1 , s2 i, hs1 , s2 i  ¬(φ∧¬Bel (φ)). Thus
for non-trivial φ, φ ⇒ ¬Bel (φ) 2 φ ⊃ ¬Bel (φ). Again, this should come
as no surprise, given the distinction between supposing that φ and accepting
φ.
Fifth, it was observed in §2 that we need to explain the usefulness of
suppositional reasoning for practical and theoretical deliberation. Such an
explanation can be provided even without identifying suppositional reasoning
with adopting a potential belief state. An agent S who supposes φ and later
accepts φ comes to believe what was originally only assumed. But this is not
to say that S actually adopts the epistemic state S was in when engaged in
hypothetical reasoning. Rather, the information that originally only mattered
for S ’s hypothetical reasoning is now available for operations that depend on
what S believes. In the present framework, this is represented by the (*)operation: the information encoded in s1 as strengthened by φ gets “copied
133

across,” thus being now included in both s1 and s2 . Hypothetical reasoning
can be understood as a valuable tool for practical and theoretical deliberation
even though supposing that φ results in an epistemic state that is different
from the one resulting from coming to believe that φ.

4.5
4.5.1

Further Elaborations
In the Neighborhood of Modus Ponens

It was observed that modus ponens is an invalid rule of inference. However,
there is the strong intuition that something in the neighborhood of it must hold
in a logic of rational belief change. As Gillies (2004a) puts it, one is rationally
committed to pφ ⇒ ψq just in case learning that φ would commit one directly
to ψ. Assuming that “S learns φ” means that φ is true and S is informed
about that, I suggest a slight modification of Gillies’s intuition. Suppose that
learning φ would commit me directly to ψ. Then I should accept “If I learn
that φ, then (I accept) ψ.” To capture this conditional construction, I add
another binary connective (

) to the language with the following semantics:

Definition 6 (Semantics for “ ”)
(6) hs1 , s2 i ↑ (φ
ψ) =
h{w ∈ s1 : (hs1 , s2 i ↑∗ φ) ↑∗ ψ = hs1 , s2 , i ↑∗ φ}, s2 i;
(vi) hs1 , s2 i ↑∗ (φ
ψ) = (hs1 , s2 i ↑ (φ
ψ))∗ .
Quite like the original Ramsey conditional, pφ

ψq invites the agent to run a

test on his information state. If learning that φ and then learning that ψ would
add no more information than learning that φ, then the information state
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passes the test. Otherwise, it fails. Equivalently, if learning that φ commits
the agent to ψ, then update with pφ

ψq returns the original information

state; otherwise, the result is the absurd state. The crucial difference between
pφ ⇒ ψq and pφ

ψq then comes down to this: in order to entertain the

antecedent of the former, one only needs to assume that φ is true; in order
to entertain the antecedent of the latter, one needs to adopt the information
state one would be in, were one to genuinely accept that φ is the case, i.e. he
needs to adopt a potential belief state.
The deduction theorem is valid for “

”. It is guaranteed that for all

hs1 , s2 i and φ, ψ in LB
⇒ extended by the binary connective “
ψ iff hs1 , s2 i  φ
(MP*)

”, hs1 , s2 i ↑∗ φ 

ψ. Specifically, consider the following rule of inference:
pφ

ψq ⊢ pφ ⊃ ψq

The current framework predicts that rational commitment is closed under
(MP*), i.e. that a rational agent who accepts pφ

ψq is committed to

pφ ⊃ ψq. And indeed, it is impossible to construct Thomason conditionals for
the connective “

”. Thus the following sound horrible if taken literally:

# If I learn that Sally is deceiving me, I do not believe it (because
she is so clever).
# If I learn that Reagan works for the KGB, I’ll never believe it.
# If I learn that Reagan is bald, no one outside his immediate
family knows it.
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The counterexample to (MP) presented in §3 is based on the possibility
of constructing Thomason conditionals for “⇒”. There are no corresponding
Thomason constructions for “

”. Accordingly, it is safe to say that (MP*) is

a valid rule of inference and that rational commitment is closed under (MP*).
The fact that the current framework can offer something in the close neighborhood of the intuitions articulated by Gillies suggests very strongly that it
is on the right track and that the distinction between supposing and accepting
is of outstanding importance for a successful theory of conditionals.
4.5.2

Comparison with Must and Might

Epistemic modals are similar to attitude verbs in their tendency to give rise to
Moorean paradoxical phenomena. That is, the following construction sounds
as bad as the original Moorean construction:
(a) # It is raining, and it might not be raining.
On the other hand, Yalcin (2007, 2010) observes that epistemic modals and
attitude verbs behave differently once embedded in conditional constructions.
Moore’s case may appear in the antecedent of a conditional, while the construction in (a) cannot:
(b)
(c)

If it is raining and I do not believe that it is raining,
then there is a truth I do not believe.
# If it is raining and it might not be raining, then there
is a truth I do not believe.
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We can explain this contrast as follows. Belief self-ascriptions test on the
second position of an information state, whereas epistemic modals run tests
on the first position:.
Definition 7 (Semantics for “Must” and “Might”)
(7*) hs1 , s2 i ↑ 2φ = h{w ∈ s1 : hs1 , s2 i ↑ φ = hs1 , s2 i}, s2 i;
(vii) hs1 , s2 i ↑∗ 2φ = (hs1 , s2 i ↑ 2φ)∗ ;
(8*) 3φ =def ¬2¬φ.
Consider an acceptance base hs1 , s2 i. The assumption that φ guarantees that
the information carried by φ is now among the information encoded in the
first position. Since p3¬φq is a test on the first position, the conjunction
pφ ∧ 3¬φq leads to the absurd state even if it occurs as the antecedent of
a conditional. In contrast, pφ ∧ Bel(¬φ)q is consistent as long as it occurs
as the antecedent of the conditional. In other words, pφ ∧ Bel(¬φ)q can be
coherently assumed, while pφ ∧ 3¬φq cannot. This explains why (b) sounds
all right, while (a) as well as (c) are unacceptable.
Besides accounting for the intuitions worked out above, this semantics
for epistemic modals has the attractive feature that it captures the central
logical aspects of epistemic modals. For example, consider the following valid
line of reasoning:
(d)

Jones is in Paris or Jones is in Rome. So, if he is not in Paris,
then he must be in Rome; and if he is not in Rome, he must be
in Paris.

The suggested semantics for epistemic modals predicts that this line of reasoning is valid since it delivers the following:
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(e)
(f)

p ∨ q  ¬p ⇒ 2q
p ∨ q  ¬q ⇒ 2p

Updating with p ∨ q results in an information state in which every world in
s1 and s2 is a p-world or a q-world. If one now assumes that p is false, then
the only worlds remaining in s1 are q-worlds, and so one has to hypothetically
accept that q must be true. On the other hand, eliminating all q-worlds in s1
by assuming that q is false requires hypothetically accepting that p must be
true.16
I conclude that the current framework captures the main logical features
of the epistemic modals expressed by “must” and “might”. In particular, it
allows to reconstruct which logical features these epistemic modals share with
attitude ascriptions and where they disagree.
4.5.3

Revision

Assume an agent with regular information state who believes that φ. Such an
agent has reason to accept the conditional pBel (φ) ⇒ φq. But conditionals
of this form must not turn out to be supported by every regular information
state. Assuming that S does not believe in the truth of φ, S has no reason
to assume the truth of φ under the condition that S believes that φ—unless,
16

In line with what was said before, the assumption that Jones is not in Paris (Rome)
does not require the assumption that one believes that Jones is in Rome (Paris). Again, that
is the right thing to say, since neither “If Jones is not in Paris, I believe he is in Rome” nor
“If Jones is not in Rome, I believe he is in Paris” are constructions I should be committed
to accept.
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of course, S takes himself to be infallible. Strengthened by some reasonable
assumptions, this is the prediction made by the framework developed here.
Let me explain.
Indicative conditionals presuppose that adding the antecedent to the information state does not lead to the absurd state. If this presupposition is not
fulfilled, accommodation is in order. A cooperative agent will temporally revise
his or her information so that the presupposition is fulfilled. In many cases,
this demands that information is temporarily retracted from the information
state. Retraction, however, is not always the most efficient method of processing a non-open conditional. Sometimes it is sufficient to add information to
the information state in order to avoid the absurd state by updating with the
antecedent. Take a conditional the antecedent of which is itself a conditional,
i.e. a conditional of the form p(φ ⇒ ψ) ⇒ χq. Now suppose that the information state of the evaluating agent is such that hs1 , s2 i ↑ (φ ⇒ ψ) = h∅, s2 i.
In that case, the presupposition of the indicative conditional that assuming
the antecedent does not lead to the absurd state is violated. The cooperative
step to take is to modify one’s information state by assuming the appropriate
conjunction of the form p¬(φ ∧ ¬ψ)q. As long as this modification itself does
not lead to the absurd state, one can now assume pφ ⇒ ψq without ending up
in the absurd state, and check whether one hypothetically accepts χ on that
supposition.
Assume now that both φ and p¬φq are epistemic possibilities for an
agent S, and that S considers a conditional the antecedent of which is of the
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form pBel (φ)q. As it stands, S ’s information state fails the test posed by
pBel (φ)q, so revision is in order. The rational thing to do for S, I submit, is
to modify the second position of the information state in such a way that the
test is passed. This can be done without retraction: All S has to do is to eliminate p¬φq as an epistemic possibility in s2 . We can describe this procedure
in more general terms. If hs1 , s2 i is S ’s information state, then all S has to do
is to find the maximal subset s′2 of s2 such that hs1 , s′2 i ↑ Bel (φ) = hs1 , s′2 i.
This motivates the following:

Definition 8 (Tame Acceptance Bases) Consider arbitrary hs1 , s2 i ∈ I with
non-empty first and second position, and assume further that hs1 , s2 i ↑ Bel (φ) =
h∅, s2 i. Then hs1 , s2 i is tame with respect to pBel (φ)q iff, there is s′2 ⊂ s2
such that hs1 , s′2 i ↑ Bel (φ) = hs1 , s′2 i.

The following is now an obvious modification of the semantics for conditionals:

Definition 9 (Updates on Tame Acceptance Bases) Assume that hs1 , s2 i is
tame with respect to pBel (φ)q. Then we say that hs1 , s2 i ↑ (Bel (φ) ⇒ ψ)
= h{w ∈ s1 : (hs1 , s′2 i ↑ Bel (φ)) ↑ ψ = hs1 , s′2 i ↑ Bel (φ)}, s2 i, where s′2 is the
maximal subset of s2 such that hs1 , s′2 i ↑ Bel (φ) = hs1 , s′2 i .

Updating with a non-open conditional whose antecedent is a belief ascription
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thus involves the following two-stage process. First, the information state gets
modified in such a way that it passes the test induced by the antecedent.
Second, it is checked whether hypothetical update with the consequent adds
any additional information. If not, the test posed by the conditional counts
as passed; otherwise, the information state fails the test.17
Strengthened by the last two definitions, the double-indexed framework
for conditionals predicts that there are sentences of the form pBel (φ) ⇒ φq
that are not supported by every information state: acceptance bases that are
tame with respect to pBel (φ)q are not guaranteed to support such formulas,
even if they are regular. The reason should be obvious. The modifications of
the information state that allow it to pass the test encoded in the antecedent
only affect the second position. The following update with φ affects the first
position and might thus very well make a difference to the information state.
This is the intuitive result: assuming that one believes that φ should not force
one to assume that φ is true. A double-indexed account for conditionals allows
us to capture this intuition in a formal framework.18
17

This suggestion can be extended to conditionals of the form p(φ ⇒ ψ) ⇒ χq as follows:
hs1 , s2 i is tame with respect to pφ ⇒ ψq iff, there is a s′1 ⊂ s1 such that hs′1 , s2 i ↑ (φ ⇒
ψ) = hs′1 , s2 i. If hs1 , s2 i is tame with respect to pφ ⇒ ψq, then hs1 , s2 i ↑ (φ ⇒ ψ) ⇒ χ =
h{w ∈ s1 : hs′1 , s2 i ↑ (φ ⇒ ψ) ↑ χ = hs′1 , s2 i ↑ (φ ⇒ ψ)}, s2 i where s′1 is the maximal subset of
s1 such that hs′1 , s2 i ↑ (φ ⇒ ψ) = hs′1 , s2 i. This treatment is similar in spirit to Levi’s (1988)
treatment of iterated conditionals, but has the additional advantage of being motivated by
considerations about presupposition and accommodation.
18
I would like to thank audiences at the University of Texas at Austin, at the University of
Southern California, and at the 36th annual meeting of the Society for Exact Philosophy at
the University of Wyoming for discussion and comments. Special thanks to an anonymous
Synthese referee and to Josh Dever for their very useful comments. The usual disclaimers
apply.
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Chapter 5
Ought
5.1

The Gentle Murder Paradox

The gentle murder paradox from Forrester (1984) poses a substantial problem
for the logic of deontic reasoning. We can imagine a deontic system that
forbids all kinds of murder, but requires an agent to murder gently in case the
agent does commit a murder. Such a system entails the following two deontic
principles:
(1)

Jones ought not murder Smith.

(2)

If Jones murders Smith, he ought to murder Smith gently.

Unfortunately, people often do what they ought not do. It may certainly
happen that
(3)

Jones murders Smith.

(1)-(3) are consistent, but (2) and (3) entail by modus ponens
(4)

Jones ought to murder Smith gently.
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Closure of ought under logical entailment yields
(5)

Jones ought to murder Smith,

since gentle murdering certainly entails murdering. But (5) contradicts (1), or
at least does
(6)

It is not the case that Jones ought not murder Smith,

which follows from (5) by the D-axiom of classical deontic logic. Where did
we go wrong?1
The goal of this paper is to present a novel solution to the gentle murder paradox. Rather than trying to block a certain step in the argument, I
shall argue that Forrester’s paradox reveals an important feature of deontic
reasoning, i.e. its non-persistence: additional information may defeat one’s
deontic commitments, even if the new piece of information is compatible with
one’s current beliefs. Using some terminology from classical belief revision
theory: my claim is that belief revision fails to preserve prior deontic commitments, and that this observation helps us resolve the gentle murder paradox.
Explaining what this means and why it matters requires a bit of stage stetting.
1

My version of the gentle murder paradox differs slightly from Forrester’s original formulation. Forrester starts with a reading of (2) on which ought takes wide scope over the
conditional, and then derives a modus ponens supporting narrow scope reading of (2) on
that basis. The difference is harmless since we have prima facie reason to think that conditional obligations support modus ponens. Another immaterial difference is that Forrester
derives the negation of (5) from (1), whereas I derive the negation of (1) from (5). I choose
the latter for the sake of a slightly more streamlined discussion.
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In the remainder of this section, I demonstrate that the classical solutions to
the gentle murder paradox are dissatisfying and outline my alternative escape
route. §2 provides independent reason for thinking that belief revision fails to
preserve prior deontic commitments. §3 outlines a semantics for deontic ought
that explains why additional information may defeat one’s deontic commitments, even if the new piece of information is compatible with one’s current
beliefs. Against this background, §4 fully articulates the novel solution to the
gentle murder paradox. The framework is also flexible enough to resolve a
more recent paradox about deontic ought, i.e. Kolodny’s and MacFarlane’s
miners paradox. §5 connect the results of the discussion with contemporary
debates about the semantics of noncognitivism.
Paradoxes such as the gentle murder paradox need an escape route. The
classical strategy is to block one of the steps made in the argument. In the
present case, we have various options, some of which are utterly unattractive.
One may take issue with the derivation of (6) from (5) on the grounds that
the D-axiom fails to be valid for deontic reasoning: after all, a good deontic
logic should leave room for the possibility of moral dilemmas.2 But (1) and
(5), if taken together, are already bad enough. We cannot be satisfied with a
deontic logic that delivers conflicting deontic requirements when it comes to
2

McConnell (1978), Hare (1981), and Conee (1982) all observe that the D-axiom is
incompatible with the possibility of moral dilemmas. Their conclusion is that there are
no such dilemmas. See Sinnott-Armstrong (1988) for a response. My own view is that a
deontic logic should neither postulate nor exclude the possibility of moral dilemmas by fiat.
Hence the framework I develop will be consistent with this possibility without predicting
that there are in fact moral dilemmas.
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Smith’s murder, even if the resulting logic is consistent. Moral dilemmas may
exist, but a reasonably strong deontic logic must not predict that they arise
over simple cases such as the one under consideration.
Another possibility is to block the derivation of (4) from (2) and (3)
on the grounds that conditional obligations do not detach.3 This reaction is
unattractive since the derivation of unconditional from conditional obligations
is integral to everyday practical reasoning. It also conflicts with the role of (2)
in discourse. Forrester himself skillfully defends the step from (2) and (3) to
(4) on that basis (see p. 196). Suppose that I am advising Jones and point
to rule (1). Jones responds that he is going to kill Jones anyway, and there
is no more to be said on that matter. Pointing to rule (2), I tell him: “Well,
you ought to kill him gently, then.” I have relied on modus ponens, and my
reasoning as well as my morals would appear beyond reproach. But we can
also make a more general remark about the point of deontic logic to defend
the inference under discussion. As Chisholm (1963) remarks, a deontic logic
should help us decide what we ought to do after we fail to do some of the
things we ought to do. This is why any deontic logic worth its money needs
to make sense of contrary-to-duty obligations like (2). But it is hard to see
how such obligations could play any interesting role in deontic logic if they
did not detach, as they would never allow us to recommend a specific path of
action once the truth of their antecedent has been established. Granted, there
3
See, among others, Lewis (1974), Åqvist (1984), Pietroski (1993), Belnap et al. (2001),
and also Kolodny and MacFarlane (2010).
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is something quite puzzling about Jones’s obligation to murder Smith gently.
It is only in force because Jones violates his obligation not to murder Smith,
and it is an obligation that seems to conflict with his obligation not to murder
Smith. But it is better to face this puzzle than to deny its existence. The
conclusion is that blocking the step from (2) and (3) to (4) not only conflicts
with a common practice in discourse and reasoning, but also threatens to
cripple deontic logic and practical reasoning.4
The most promising strategy in the existing literature is to block the
derivation of (5) from (4) on the grounds that ought fails to be closed under
logical entailment.5 When Jones murders Smith, he is under the obligation
to murder Smith gently, but he is under no obligation to murder Smith. So
(4) entails no obligation that stands in conflict with rule (1). This strategy is
promising since the step from (4) to (5) seems to be the most dubious one, and
4

In Stit logic (see Belnap et al. (2001)) conditional obligations detach in case the antecedent is circumstantial: the agent cannot prevent the event described in the antecedent
from taking place. If the antecedent fails to be circumstantial, i.e. if it is agentive, the
obligation in general fails to detach. See also Davey (2002) for a detailed discussion. Stit
logic thus promises to block the derivation of (4) from (2) and (3) while preserving the
inferential power of many conditional obligations. However, the logic still conflicts with
Forrester’s observation about the way (2) works in discourse and reasoning. Moreover, it
remains susceptible to simple modifications of the gentle murder paradox. If we replace (2)
and (3) with
(2′ )
′

(3 )

If Jones is forced to murder Smith, he ought to murder Smith gently,
Jones is forced to murder Smith.

we may derive (4) in Stit logic since the antecedent is intuitively understood to be circumstantial. Hence Stit logic will need to put higher constraints on detachment to avoid all
versions of Forrester’s paradox, which brings back the worries about the role of conditional
obligations for deontic logic and practical reasoning.
5
This is Forrester’s diagnosis and also endorsed by Goble (1991).
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there is independent reason to be sceptical of a closure principle for ought.6
But the paradox runs deeper, since (4) is already problematic. Even though
(4) is a natural conclusion to draw from (2) and (3), it is a deontic judgment
that we are in principle not willing to endorse. Jones ought not murder Smith,
gently or otherwise. In other words, we may replace (1) in the argument with
the independently plausible assumption that our deontic system forbids Jones
to murder Smith gently. A revised version of the gentle murder paradox then
starts off with the following deontic principles:
(1′ ) Jones ought not murder Smith gently.
(5.2) If Jones murders Smith, he ought to murder Smith gently.
(1′ ) and (2) are consistent, and they do not rule out that
(3)

Jones murders Smith.

As before (2) and (3) entail by modus ponens
(4)

Jones ought to murder Smith gently.

6

The most salient reason is that closure of ought under logical entailment leads to a
version of Ross’s puzzle: “Jones ought to send the letter” entails “Jones ought to send the
letter or burn it.” This is an unacceptable inference since the latter communicates that
Jones would fulfill his obligations by burning the letter, while the former does not. See
Ross (1941) for the original version of the puzzle, which involves imperative sentences, and
Cariani (2009) for a recent discussion of its relevance for the semantics of ought.
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But (1′ ) and (4), if taken together, are as worrying for our deontic logic as the
original pair consisting of (1) and (5). Granted, if we deny closure of ought
under logical entailment, it is not trivial to derive (1′ ) from (1). But the point
is that (1′ ) is an independently plausible principle of a reasonable deontic
system. The conclusion is that blocking the step from (4) to (5) does not
resolve the problem posed by Forrester’s paradox, since (4) already conflicts
with one of Jones’s obligation, i.e. his obligation not to murder Smith gently.
One may object to this revival of the gentle murder paradox in two
ways. A rather unpromising reaction is to say that unlike (1) and (2), (1′ ) and
(2) fail to be consistent. Suppose that, once again, I am advising Jones, who
is as yet undecided about what to do. We agree that if Jones murders Smith,
he ought to do it gently. If Jones now concludes that he ought to murder
Smith gently, he commits a logical mistake. In fact, I have every right to not
only deny his conclusion, but to make the stronger reply “No, you ought not
murder Smith gently.” But I could not offer this reply if (1′ ) and (2) were
inconsistent.7
The more serious objection to my revival of Forrester’s paradox grants
that (1′ ) and (2) are consistent, but maintains that so are (1′ ) and (4). The
7

The fact that (2) is consistent with the negation of “Jones ought to murder Smith
gently” is in fact sufficient to create another version of the gentle murder paradox. For we
may simply replace (1′ ) with
(1′′ )

It is not the case that Jones ought to murder Smith gently,

which is consistent with (2) and (3), but contradicts (4). I choose to focus on (1′ ) in order
to ensure a strong analogy between Forrester’s original paradox and its new version.
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idea is that (4) requires the gentleness of the deed, rather than the deed itself.
In contrast, (1′ ) forbids the deed rather than that it is done gently. Since
(1′ ) does not forbid what (4) recommends, the revised version of Forrester’s
paradox is no real paradox.8
This is a promising response, but it does not go far enough. On the
suggested analysis, Jones’s obligation to murder Smith gently does not conflict
with his obligation not to murder Smith, gently or otherwise. But even if the
use of adverbial modification in (4) may leave room for this response, there is
no reason to think that it generalizes. Obligations that arise from violating
a duty frequently conflict with the obligations one has in the absence of such
a violation, and so we may easily construct versions of Forrester’s paradox
that cannot be avoided along the lines suggested by Sinnott-Armstrong and
others. Here is a case from Goble (1991). Consider the cultural boycott of
South Africa during the Apartheid. If Jones is a famous musician, one may
say that
(8)

Jones ought not perform in South Africa.

On the other hand, it is also reasonable to say that that
8

Sinnott-Armstrong (1985) elaborates this approach using the account of the logical form
of action statements from Davidson (1967). See also the proposal from Castañeda (1985,
1986), which is in the spirit of Sinnott-Armstrong’s suggestion but differs substantially in
the details. Notice that the approach under consideration also promises to resolve Forrester’s paradox by blocking the step from (4) to (5), even if ought is closed under logical
entailment. But as I will demonstrate, explaining the problem away by taking (1′ ) and (4)
to be consistent does not get to the heart of the gentle murder paradox. See also Goble
(1991) for a detailed discussion of Sinnott-Armstrong’s and Castañeda’s proposals.
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(9)

If Jones performs in South Africa, he ought to perform in Soweto,

since performing in a black South African township would ameliorate the violation of the boycott not to perform in South Africa. If it now turns out
that
(10) Jones performs in South Africa,
it seems to follow that
(11) Jones ought to perform in Soweto.
Since one cannot perform in Soweto without performing in South Africa, (11)
entails
(12) Jones ought to perform in South Africa,
which conflicts with (8). And of course, we may replace (8) with the more
specific
(8′ ) Jones ought not perform in Soweto,
which sounds reasonable in light of the cultural boycott of South Africa and
directly conflicts with (11). This conflict cannot be analyzed away in the way
suggested for (1′ ) and (4). It is not unreasonable to say that (1′ ) forbids the
act of murdering poor Smith while (4) requires that the act is executed in a
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certain way. But we cannot maintain that, likewise, (8′ ) forbids the act of
doing a performance while (11) requires that the act executed at a certain
place. The former does not forbid the act of doing a performance per se, but
rather that it is given in Soweto. The latter does not require the act of doing
a performance per se, but rather that it is given in Soweto. No distinction
between acts and the way they are performed can dispel the impression that
(8′ ) and (11) articulate conflicting deontic judgments. The conclusion is that
Forrester’s paradox illustrates a problem about deontic reasoning that (i) cannot be avoided by denying that ought is closed under logical entailment and
(ii) cannot be explained away by appealing to the distinction between actions
and ways of acting.
To sum up the discussion of classical solutions to the paradox, it is not
sufficient to deny the step from (5) to (6) since (1) and (5), if taken together,
are already bad enough. It is not sufficient to deny the step from (4) to (5)
since (4) conflicts with (1′ ), which is as plausible as (1). Finally, rejecting
the inference of (4) from (2) and (3) is unmotivated and threatens to cripple
practical reasoning. It follows that classical proposals, even if taken together,
do not fully resolve the problem that Forrester’s paradox poses for deontic
logic. The remainder of this paper develops and defends a new solution to the
paradox.
Here is the suggestion. Focus on the revised version of the gentle murder
paradox, i.e. the argument (1′ )-(4). I grant all the premises of the argument
and the validity of modus ponens. Thus (2) and (3) indeed entail (4), which
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conflicts with (1′ ). I deny, however, that we endorse conflicting deontic judgments. At no point in the argument are we committed to both (1′ ) and (4).
That is, nowhere in the argument do we endorse the conjunction of “Jones
ought not murder Smith gently” and “Jones ought to murder Smith gently.”
There is a point in the argument at which we hold that Jones ought not murder
Smith gently. And there is a later point in the argument at which we hold that
Jones ought to murder Smith gently. But at that point we no longer hold that
Jones ought not murder Smith gently, even though we did so earlier. Likewise,
in the original version of Forrester’s paradox, there is a point at which we
endorse (1) and there is a point at which we endorse (4), but at no point are
(1) and (4) jointly accepted. It follows that even if (5) and (6) follow from
(4), there is no stage at which (1), (5) and (6) are jointly accepted. So the
solution, if correct, is sufficient to resolve the gentle murder paradox.
My suggestion may sound a bit surprising, but it follows from the quite
plain observation that discourse and reasoning fail to preserve deontic commitments. Additional information, even if consistent with what is currently
believed, may defeat one’s deontic commitments. This is why it is not paradoxical for us to hold that Jones ought not murder Smith, gently or otherwise,
but to also say that Jones ought to murder Smith gently given the additional
information that Jones murders Smith. In the next section, I will offer a more
precise characterization of the notion of preservation and give independent
reason for thinking that belief revision fails to preserve prior deontic commitments.
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5.2

Preservation Failures

The principle that belief revision preserves prior commitments is central to a
series of classical theories of belief revision.9 An informal way of stating the
Preservation principle is this:

Preservation (Informal Gloss) If one does not already believe p¬φq in a
prior state, then the result revising one’s beliefs with φ should be at least as
strong—carry at least as many commitments—as the prior state.

Preservation is motivated by an intuitive principle of information economy.
Information does not come for free, and thus in changing one’s belief in light
of new information, one should not discard the information one possesses willynilly. Specifically, if a new piece of information is compatible with what one
already believes, there is no reason to give up any of one’s prior commitments,
and thus one should keep all of these commitments.
If belief revision is preservative, there is no sense in which one may
accept (4) in the gentle murder paradox without endorsing conflicting deontic
judgments. Consider again the revised version of the paradox: since (1′ )(3) are consistent, revising one’s beliefs with (2) and (3) will preserve one’s
commitment to (1′ ), which just means that one cannot accept (4) without
9

Specifically, it is a central principle of the AGM theory of belief revision and, in its
probabilistic version, of the Bayesian tradition. See Alchourrón et al. (1985) and Gärdenfors
(1988).
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endorsing both (1′ ) and (4). On the other hand, if belief revision fails to be
preservative in the right way, there is no guarantee that once one has accepted
(1′ ), one is still committed to (1′ ) given the additional information in (2) and
(3). One may accept that Jones ought not murder Smith gently and that he
ought to murder Smith gently if he murders Smith, without being committed
to both “Jones ought not murder Smith gently” and “Jones ought to murder
Smith gently” after revising one’s belief with “Jones murders Smith.” My
claim is that belief revision fails to be preservative in just this way.
Preservation has a very impressive history. But we have every reason
to think that it is wrong. One reason is that information aggregation does not
preserve one’s rational commitment to judgments of epistemic possibility.10
There are situations in which I am agnostic about whether it is raining. In
those situations I may believe that it might be raining, and believe that it
might not be raining. Since I do not believe that it is not raining, Preservation
predicts that learning that it is raining should preserve all my prior beliefs.
Yet revising one’s beliefs with “It is raining” cannot preserve one’s belief that
it might not be raining, since one cannot rationally maintain that

10

See Levi (1988), Fuhrmann (1989), Rott (1989) and Gillies (2006). Another notable
observation from Gärdenfors (1986) is that Preservation conflicts with the classical conception of what it means for an agent to be rationally committed to a conditional. Not all of
these authors conclude that Preservation fails. Gärdenfors is willing to give up the classical
conception of the Ramsey test, and Levi denies that we ever have genuine beliefs of serious
possibility. This should already appear to one to be a high price. I will offer another argument against Preservation, and conclude that the price for saving Preservation is simply
too high.
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(13) # It is raining and it might not be raining.11
Thus we have reason to doubt that belief revision is preservative. Information aggregation cannot preserve one’s judgments of epistemic possibility, on
pain of leading to epistemic contradictions such as (13). The next step is to
demonstrate that belief revision also fails to preserve one’s judgments as to
what ought or ought not be done. Doing this does not require a complex argument but a bit of stage setting, including a more precise statement of the
Preservation principle. All of this will be done using insights from classical
belief revision theory.
Things will have to get a bit technical at this point. Start by fixing
a belief revision model M = hI, ◦, i with (i) a set of potential belief states
I = {σ1 , . . . , σn }, (ii) a belief revision function ◦: I × L 7→ I, and (iii) an
epistemic commitment relation ⊆ I × L. Given some belief state σ, Bσ is the
set of epistemic commitments of σ, i.e. Bσ = {φ | σ  φ}. As Levi (1991) has
clarified, in speaking of an agent’s commitments, we are concerned with what
the agent is rationally committed to believe, and whether or not the agent
does or actually can live up to these commitments. Following Levi (1977)
and Gärdenfors (1981), revising σ with φ comes down to first weakening σ by
retracting p¬φq, and then adding φ to the resulting state. It is understood
that retracting φ from σ idles in case σ fails to be committed to φ.
11

See Yalcin (2007); the classical way of stating my point is to insist that rational commitment is reflective, in the sense that an agent S is (i) rationally committed to p3φq just
in case S fails to be committed to φ and (ii) rationally committed to p¬3¬φq just in case
S is committed to φ.
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Levi Identity σ ◦ φ = (σ ÷ ¬φ) + φ

Vacuity If σ 2 φ, then σ ÷ φ = σ

Thus whenever σ 2 ¬φ, σ ◦ φ = σ + φ, i.e. revising σ with φ simply expands
σ with the information carried by φ. For present purposes, it is not necessary
to draw a complete picture about the nature of belief revision. All it takes is
to introduce some basic constraints on our belief revision models. As usual,
we say that σ is inconsistent, σ  ⊥, just in case there is some φ ∈ L such
that σ  φ and σ  ¬φ. A sentence φ is consistent just in case there is some
consistent σ such that σ  φ. In addition to Levi Identity and Vacuity, the
following principle will serve as a background assumption in the upcoming
discussion:

Consistency If φ is consistent, then σ ◦ φ is consistent.

Consistency requires that revising with φ is consistency preserving and, if
necessary, consistency restoring, as long as φ is consistent.
We may now formulate the principle of Preservation more precisely:

Preservation If σ 2 ¬φ, then Bσ ⊆ Bσ◦φ
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I already indicated that Preservation seems to follow from an intuitive
principle of information economy. It is worthwhile to consider another source
of motivation for this classical principle of belief revision theory, which takes its
starting point from a simple but attractive view of commitment and expansion.
Model a belief state as a set of possible worlds—the set of possible worlds
that are compatible with the information that the state carries.12 A minimal
constraint is that expansion is a process of ruling out possibilities and thus
strengthening an information state:

Strengthening σ + φ ⊆ σ

The conception of a belief state as a set of possible worlds suggests a
common view about epistemic commitment. Suppose that we think of sentences as carrying information just as information states do, and that this
information is the meaning of a sentence. Then we can think of the meaning
of a sentence as a set of worlds as well—the set of worlds at which the information it carries is correct. Call this set the “proposition” expressed by the
sentence under consideration. And one is committed to φ just in case one’s
information entails the truth of φ—just in case every world that is compatible
with one’s information is a φ-world.
12

A comprehensive story about belief states will have to add some additional structure.
See, e.g., Grove (1988) and Spohn (1988) as well as the following sections for discussion.
For present purposes, constructing belief states as simple sets of possible will be just good
enough.
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Naive Commitment σ  φ iff σ ⊆ JφK.

The preceding principles immediately entail Preservation:

Fact 1 Given our eliminative constraint on belief revision, belief revision is
preservative in case commitment is naive.

Proof Consider arbitrary σ, φ, such that σ 2 ¬φ. Take arbitrary ψ ∈ Bσ . By
definition, σ  ψ and hence σ ⊆ JψK by Naive Commitment. By Eliminativity,
σ + φ ⊆ σ. Hence σ + φ ⊆ JψK, which means that σ + φ  ψ due to Naive
Commitment. By Levi Identity and Vacuity, σ ◦ φ = σ + φ since σ 2 ¬φ. Thus
ψ ∈ Bσ◦φ . Since σ, φ and ψ have been arbitrary, Preservation follows.

2

Preservation may thus be motivated on at least two grounds: a principle of
information economy, and a combination of minor constraints on the notions
of expansion and commitment. Nonetheless, I maintain that Preservation
fails, and I have already provided some reason for thinking that it does. I
will now show that, in particular, we have independent reason to think that
belief revision fails to preserve deontic commitments. Consider a situation that
Kolodny and MacFarlane (2010) describe in their recent discussion of ought.
Ten miners are trapped either in shaft A or in shaft B, but we do not know
where. Water threatens to flood the shafts. We only have enough sandbags
to block one shaft but not both. If one shaft is blocked, all the water will go
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into the other shaft, killing every miner inside. If we block neither shaft, both
shafts will be partially flooded, killing one miner.

Block A
Block B
Block neither shaft

Miners are in A Miners are in B
All saved
All drowned
All drowned
All saved
One drowned
One drowned

Lacking any information about the miners’ exact whereabouts, it seems right
to say that
(14) We ought to block neither shaft.
However, we also accept that
(15) If the miners are in shaft A, we ought to block shaft A.
Though both judgments are consistent, (14) conflicts with the consequent of
(15) on its obvious logical form. Given some plausible assumptions about
conditionals, it follows that belief revision is not preservative. Let me explain.
According to the Ramsey test for conditionals, one should accept a
conditional just in case one hypothetically accepts its consequent under the
supposition of its antecedent. In our framework, we may formulate the Ramsey
test as follows:

159

Ramsey Test σ  φ ⇒ ψ iff σ ◦ φ  ψ 13

It is now straightforward to prove that if Ramsey’s method for evaluating conditionals is correct, then belief revision cannot be preservative for a language
involving deontic ought. In the following proof, “,” stands for deontic ought,
InA for “The miners are in shaft A”, BlA for “We block shaft A”.

Fact 2 Given the Ramsey test, belief revision cannot be preservative for a
language involving the deontic operator “,”.

Proof Suppose otherwise. Since (14) and (15) are jointly consistent, there is a
consistent σ such that σ  ¬ , BlA and σ  InA ⇒ ,BlA . Notice that “InA ”
is consistent and not excluded by the information in σ, i.e. σ 2 ¬InA . Given
Consistency, σ ◦ InA is consistent. By Preservation, σ ◦ InA  ¬ , BlA . But
since σ  InA ⇒ ,BlA , σ ◦ InA  ,BlA by the Ramsey Test. Hence σ ◦ InA
is inconsistent. Contradiction.

2

In words, if a conditional is acceptable in case the consequent is acceptable
13

Ramsey describes his method for evaluating conditionals in his “General Propositions
and Causality”; see Ramsey (1990) for details. The current formulation of the Ramsey
test goes back to Gärdenfors (1981). Notice that the Ramsey test employs the notion of
supposing the antecedent, whereas we use the belief revision function “◦”. As I show in
[author] (forthcoming), the difference between supposing the antecedent of a conditional
and adopting the belief that the antecedent is correct is important. For our purposes, we
can set this difference aside.
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under the supposition of the antecedent, rational belief change must fail to
preserve deontic commitments, i.e. new information that is consistent with
what is currently believed may defeat deontic commitments. We thus have
a choice between the Ramsey test and Preservation. Since the Ramsey test
is very plausible and Preservation already fails in a different area of modal
reasoning, I conclude that Preservation ought to be rejected.
If Preservation fails, there is—at least in principle—nothing really paradoxical about the gentle murder paradox. Additional information may defeat
one’s deontic commitments, even if that piece of information is compatible
with one’s current beliefs. That is, it is possible to be committed to the deontic judgment that Jones ought not murder Smith, gently or otherwise, and to
no longer be committed to that judgment in light of additional information.
This is why one may come to accept (4) without coming to accept conflicting
deontic judgments. Pointing to the failure of Preservation in deontic reasoning, however, is only the first step towards a satisfying response to the gentle
murder paradox. I also have to tell a story about ought and deontic commitment that explains our previous observation. This issue will be addressed in
the next section.

5.3

A Semantics for Iffy Oughts

The purpose of this section is to develop a semantic theory for conditionals
and deontic ought that predicts the failure of belief revision to preserve deontic
commitments. I will first outline my account in informal terms and then
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provide the technical details of the theory.
5.3.1

Outline of the Proposal

The starting point of my proposal is a certain view about what it takes for an
agent to be rationally committed to an ought-judgment. On this view, deontic
commitment depends on the options under consideration and what one thinks
there is reason to do. Given a range of options, a rational agent who decides
what ought to be done will select the option that he or she thinks one has most
reason to do. More precisely, if o is selected as the option to be implemented,
then the agent holds that there is a reason for doing o, and that there is no
better reason for choosing an alternative to o. So on this view, one may fail to
hold that a certain path of action ought to be taken for a variety of reasons:
first, it may fail to be among the options under consideration; second, the
deliberating agent may fail to see a reason for selecting that path of action;
third, the deliberating agent may think that there is a better reason to do
something else.
My goal is not to see how such a simple story about the role of ought
in deliberation can be elaborated into a detailed theory about practical rationality. Specifically, I will not offer an attempt at describing how an agent
should determine what there is reason to do. This would by far exceed the
scope of this paper. Rather, I want to know how the simple story about deontic commitment connects with the dynamic flow of information in discourse
and reasoning. If, as I have suggested, we decide what someone ought to do
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on the basis of the options under consideration and what we think there is
reason to do, additional information may fail to preserve one’s prior deontic
commitments. An agent who thinks that option o ought to be implemented
may learn, or come to assume, that o is no longer a viable path of action, and
as result exclude it from the options under consideration. Such a change in
belief may be consistent since someone who thinks that o ought to be implemented is not committed to the view that o will be implemented. But the
change nonetheless defeat one’s commitment to the judgment that o ought
to be implemented, since ought-judgments are restricted to the options under
consideration. Another source of Preservation failures in deontic reasoning is
that an agent may think that option o ought to be implemented because he or
she fails to see a better reason for implementing an alternative path of action.
I may fail to see that a patient ought to receive a risky treatment because I do
not believe that the agent has a condition that would recommend it. So I stick
with the safer, but less effective treatment. Still, I may change my view about
the right path of action as I learn more about the agent’s condition. Once it
is confirmed that the agent has a condition that recommends the riskier treatment, I may come to believe that it is it, rather than the classical treatment,
that the patient ought to receive. Nothing I learned is incompatible with what
I believed about the patient’s condition, and yet the additional information
defeats my prior commitment to the judgment that a classical treatment ought
to be provided.
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What we have seen is that consistent belief change may fail to preserve
deontic commitments, provided that such commitments are sensitive to the
options under consideration and what a rational agent thinks there is reason
to do. My goal is to develop this idea into a formal semantics for ifs and
oughts that resolves the gentle murder paradox. The framework I use is dynamic semantics, which has already been described and defended in previous
chapters.
A dynamic semantics can maintain that ought-judgments have content and yet fail to express truth-condition determining propositions. It thus
naturally avoids the naive conception of deontic commitment that was demonstrated to entail Preservation in §2. On this conception, a carrier of information is committed to φ just in case it entails the proposition associated with
φ. But if deontically modalized sentences do not have propositional content,
there is no reason to think that deontic commitment is naive commitment. In
its place, I will suggest a dynamic conception of commitment that applies to
sentences with or without propositional content. On the other hand, it also follows that my semantic proposal is not to be misunderstood as a theory about
the truth of ought-judgments. I am concerned here with the role of ought in
discourse and reasoning, and specifically with the interaction between rational
deontic commitment and the dynamic flow of information. As a consequence,
the semantics for ought will appeal to the options an agent considers and what
the agent thinks there is reason to do. All of this is consistent with the view
that there are objective deontic facts that determine what really ought to be
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done in a situation. My modest claim is that such deontic facts, if they exist,
do not play an interesting role in a successful semantics for deontic ought.
If meanings are understood as relations between contexts, it is reasonable to ask what a context is supposed to be. As I already indicated above,
many proponents of dynamic semantics think of a context as the common
ground between discourse participants. Here I will use a different approach
and reconstruct the meaning of a sentence in terms of the changes it is designed to induce on the information state of a rational agent. The immediate
advantage of this approach is that it naturally connects the semantics to be
developed with our theory of rational belief revision, and thus with the main
results of the previous sections.
Until now, I have modeled information states in terms of possible
worlds. There is nothing wrong with this approach, but we will need to add
some more structure to account for the key assumptions about deontic reasoning. In addition to the information that is available to an agent, our model
needs to keep track of the set of options under consideration and of what the
agent thinks there is reason to do. An option is represented as a set of possible worlds, i.e. the set of possible worlds at which the option is implemented.
Likewise, we will understand a reason as something that favors a certain way
the world might be as opposed to others, and thus model a reason as a set of
possible worlds as well. In addition, since some reasons are stronger than others, we will also have a ranking of those reasons. A simple illustration might
help.
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σ
p, q

p, ¬q

¬p, q

¬p, ¬q

favorable scenario

options

An information state is, as before, a subspace of the set of possible worlds.
In the above illustration, we distinguish between two possible paths of action,
represented by the distinction between those worlds at which q is the case
and those at which q fails to be the case. The difference between p and ¬p is
irrelevant for the agent’s practical purposes. In addition, we have a distinct
scenario that is favored by the reasons the agent realizes, namely the set of
possible worlds at which both p and q are true. The above illustration depicts
a quite simple case since agents may distinguish between more than two paths
of action, and distinct scenarios may be favored by the deliberating agent’s
reason. Notice, furthermore, that a favorable scenario need not be a subset of
the possibilities that an information state leaves open. But it should be good
enough to provide a basic understanding of the general setup.
I can now outline the semantics. As before, the meaning of a sentence
is given in terms of its update potential. For present purposes, it suffices to
focus on a few sentences of our language. Updating with an atomic sentence p
eliminates all possible worlds in the information state at which p is false. As
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outlined in earlier chapters of the dissertation, conditionals are tests on an information state, requiring that the consequent is supported by the information
state once updated with the antecedent. The genuine innovation of this chapter is the semantics for deontic ought. The simple idea is that sentences of the
form p,φq are tests as well. If there is a reason for the option selected by φ
and no stronger reason against that option, then the test is passed—otherwise,
the test has failed. This just captures the intuition that if a rational agent selects o as the option to be implemented, the agent holds that there is a reason
for doing o, and that there is no better reason for choosing an alternative to o.
The technical details of the proposal are reserved for the subsection to follow.
But we can already at this point see how updating may fail to preserve prior
deontic commitments. Consider again the information state σ depicted above.
Intuitively, an agent in state σ denies that q ought to be implemented, since q
does not realize a scenario that is favored by the reasons the agent recognizes.
Of course, if p is the case, then choosing q will secure a favorable outcome,
but that does not mean that, unconditionally, q ought to be implemented. So
the agent is committed ¬ , q, but consistent believe change may defeat this
commitment. Specifically, consider the result of updating σ with p:
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σ+p
p, q

p, ¬q

¬p, q

¬p, ¬q

favorable scenario

options

Once the possibility of p is ruled out, there is reason to implement q. Moreover,
since there is no better reason not to implement q, it follows that the agent
is now committed to ,q. The simple reason for this dynamics is that the set
of possible worlds selected by the option q may change in light of additional
information. Specifically, q fails to realize a favorable scenario in σ but does
so in σ + p. At the same time, the agent is no longer committed to ¬ , q,
which is just to say that the consistent belief change with p did not preserve
the agent’s deontic commitment. So the semantic framework is on the right
track. Let me now move on to the technical details of the proposal.
5.3.2

Details of the Proposal

The goal of this section is to provide a semantics for a modal language L
containing the natural language conditional if and the deontic modal ought,
which is defined as follows.

Language

Fix a simple propositional language L0 as the smallest set that

contains any sentential atoms A = {p, q, ...} and that is closed under negation
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(¬) and conjunction (∧). The language L is the smallest set that contains
a set B of basic formulas and that is closed under negation and conjunction,
where B is recursively defined as follows:
(1) If φ ∈ L0 , then φ ∈ B
(2) If φ ∈ L0 , then ,φ ∈ B
(3) If φ, ψ ∈ B, then φ ⇒ ψ ∈ B
If φ is an element of the propositional language L0 , it it advantageous to assign
to φ a set of possible worlds JφK at which φ is true. The complement of JφK,
i.e. the set of possible worlds at which φ is false—is simply defined as J¬φK.
The next step is to introduce the notion of a refined information state.

Refined Information States, Options Consider the set of all possible
worlds W. σ is a refined information state iff σ is a reflexive and symmetric
relation on a subset of W . ρ ⊆ W is an option in σ iff
(a) for all w, v ∈ ρ: hw, vi ∈ σ; and
(b) there is no set of indices ρ′ ⊃ ρ such that ρ′ satisfies (a)
We will use O(σ) to refer to the set of options in σ. Two options ρ, ρ′ conflict
with each other, ρ⊥ρ′ , iff ρ ∩ ρ′ = ∅: there is no way that both options can be
implemented.
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Refined information states depict a set of available options. If two worlds w
and v are related, the differences between w and v are not part of the issues
embodied by σ. If for some w ∈ W , hw, wi ∈
/ σ, this means that w is excluded
by the information in σ. From now on, talk about information states is always
concerned with refined information states.
For the record, issues may be refined. One may highlight an option
that is so far not represented in σ. I will use here and throughout a (dynamic)
inquisitive semantics.14 States are nothing but relations on a subset of W, and
we will define the operations on states on that basis. So for example, we will
define the operation of refinement as follows.

Refinement Consider some refined information state σ, φ ∈ L0 . The refinement of σ with φ, σ ⇓ φ, is defined as follows:

σ ⇓ φ = {hw, vi ∈ σ: JφKw = JφKv }

What I am interested in here is the dynamic interaction between an
agent’s information state and the reasons that the agent recognizes. We will
capture the latter in terms of a deontic background. The deontic background
describes what one has reason to do, plus a ranking of these reasons.
14

See Groenendijk (2009) for a seminal discussion of inquisitive semantics.
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Deontic Background µ is a deontic background just in case µ = hS, i,
where S ⊆ W 2 and  is a preorder on S. M is just the set of such µ’s. We will
use Sµ and µ to refer to the set of scenarios and the ranking in µ, respectively.
We say that s ≻µ s′ iff s µ s′ and s′ µ s.

A deontic background involves a set of possible scenarios, where I understand a scenario as a set of possible worlds. These scenarios are understood
as representing those ways the world could be that have at least something to
be said in their favor. For example, if we only care about Smith’s well-being,
there is something to be said in favor of Jones not murdering Smith. There is
also something to be said in favor of Jones murdering Smith gently—after all,
it is a gentle murder, as opposed to a brutal one. But of course the case in
favor of Jones not murdering Smith at all is, from a deontic perspective, much
stronger than the case in favor of Jones murdering Smith gently. This is why
the moral background does not only keep track of what may be said in favor
of a certain scenario, but also of a ranking of these favorable considerations.
We do not require that all scenarios can be compared—it is perfectly possible
that an agent simply cannot tell how two scenarios compare from a deontic
perspective.
Consider an information state σ together with some deontic background
µ. Such an information state will present a set of options ρ1 , . . . , ρn . An
important question is whether, according to σ and µ, there is something to be
said in favor of a certain path of action ρ. The relevant criterion here is that
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a scenario in which ρ is implemented is a favorable scenario—a scenario which
has at least something going for it, deontically speaking.

Favor Consider arbitrary σ, µ, ρ ∈ O(σ), s ∈ Sµ : s favors ρ, s ⊲ ρ iff ρ ⊆ s.

A scenario s favors a certain option ρ just in case every possibility in which
ρ is implemented lies in s, i.e. just in case implementing ρ guarantees the
favorable outcome that is described by the scenario s. We already know from
the informal outline of the proposal that the option selected by a sentence φ
may change over discourse and reasoning. It is this feature that delivers the
dynamics of deontic commitment, as we will see momentarily. Before that, I
will introduce the notion of a dominant option. A dominant option is just one
that is favored by the deontic background under consideration and does not
compete with an conflicting option that has something stronger to be said in
its favor.

Dominant Option Consider arbitrary σ, µ, ρ ∈ O(σ): ρ is a dominant
option, ⋆ρ iff there is an s ∈ Sµ such that
(a) s ⊲ ρ; and
(b) there is no s′ ∈ Sµ , ρ′ ∈ O(σ) such that s′ ≻µ s, ρ′ ⊥ρ, and s′ ⊲ ρ′
We can now define our basic update rules for sentential atoms and
negation as well as conjunction.
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Basic Update Rules Consider any σ, µ, φ, ψ ∈ L. Our update function +
is recursively defined as follows:
(1) σ + p = {hw, vi ∈ σ: w(p) = 1 ∧ v(p) = 1}
(2) σ + ¬φ = {hw, vi ∈ σ: hw, wi ∈
/ σ + φ ∧ hv, vi ∈
/ σ + φ}
(3) σ + (φ ∧ ψ) = σ + φ + ψ
The clause in (1) requires that updating a state σ with an atom p
eliminates all possibilities from σ in which p is false. According to clause (2),
updating with p¬φq comes down to leaving all indices in σ (including their
mutual relations) that are not included in the result of updating σ with φ. To
update a state with a conjunction, update with the first conjunct and then
update the resulting state with the second conjunct (cf. (3)). There is, indeed,
a very simple way of looking at how updating works when it comes to updating
with a sentence from the propositional fragment L0 .

Fact 3 Consider arbitrary σ, µ, φ ∈ L0 . Updating σ with φ comes down to
the following rule:

σ + φ = {hw, vi ∈ σ: JφKw = 1 ∧ JφKv = 1}

In words, updating a state with a non-modal sentence φ just amounts to
eliminating each index at which φ fails to be true.
The story does not stay that simple when it comes to modals. First,
consider conditionals. According to Ramsey’s suggestion that we considered
173

earlier, conditionals are tests on an information state. We will lay down a
corresponding update rule as follows.

Update Rule for Conditionals Consider any σ, µ, φ, ψ ∈ L. The update
rule of “+” for conditionals is as follows:

(4) σ + (φ ⇒ ψ) =


 σ if σ + φ + ψ = σ + φ


∅ otherwise

If updating a state σ with φ and then with ψ amounts to nothing more than
updating σ with φ, then the state passes the test. Otherwise, we get back
the empty set and the conditional is rejected. For example, updating σ with
“p ⇒ q” returns σ if all p-worlds in σ are q-worlds, and returns the empty set
otherwise.
The task is now to explain how the story connects with ought. In general, an ought-statement presupposes that the prejacent selects an option in
σ. If this presupposition is not fulfilled, we may or may not accommodate
the presupposition using the refinement operation, based on pragmatic considerations. Given that the relevant presupposition is fulfilled, when is an
ought-statement acceptable? The quite simple view is that what ought to be
done depends both on our information and our deontic commitments. Suppose I wonder whether ρ is an action that ought to be implemented. Then
my answer will be positive just in case I think there is something to be said
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in favor of ρ and I have no better reason to choose an alternative action. In
other words, ρ ought to be done just in case ρ is a dominant option given the
agent’s information and reasons.

Update Rule for Deontic Ought Consider any σ, µ, φ, ψ ∈ L. The update rule “+” for deontic ought is as follows:

(5) a.

b.

σ + ,φ is defined only if there is a unique ρ in O(σ + φ) and

σ + ,φ =


 σ if ⋆ρ


∅ otherwise

In words, p,φq tests whether the option of realizing φ has something going
for it and whether there is no conflicting path of action that has more going
for it.
It is easy to see that updating a state with a modal cannot be understood as mediated by some propositional content. Specifically, updating a
state with such a formula either returns the empty set or the original information, and depending on global features of the information state. Still, we do
not have a Frege-Geach problem, since we give clear answers to the question
what happens when modals get embedded. But of course, though we have
now defined all the relevant update rules for our language of L, we still need
to define validity and entailment. At first sight, that seems a bit problematic, given that these notions cannot be understood in terms of preservation of
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truth. But we can introduce a new notion of logical entailment that is based
on the notion of validity as preservation of information, as follows.

Settledness, Entailment Consider arbitrary σ, µ, φ, ψ:
1. σ supports φ, σ  φ, iff σ + φ = σ
2. φ entails ψ, φ  ψ, iff for every σ and µ, σ + φ  ψ
We are now in a position to lay out a couple of important features of
the current framework. The first observation is that updating fails to preserve
deontic commitments.

Fact 4 Our dynamic update function + fails to preserve deontic commitments.

A bit of checking verifies that this result refutes the principle of Preservation from classical belief revision theory, given the reasonable assumption
that our dynamic update function captures the process of expanding one’s beliefs with an additional bit of information. For given Levi Identity and Vacuity,
Preservation is equivalent to the constraint that for all σ and φ, Bσ ⊆ Bσ+φ .
Since the latter constraint fails to be satisfied in the semantics under consideration, so does the classical conception of belief revision as preservative. Given
the considerations of the previous section, this is just the result we want. But
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the more important question is why + fails to preserve deontic commitments.
Consider two possible reasons for why a state may support p¬,φq. First, one
may simply not know whether there is a reason to implement φ. Second, even
though there is something which speaks in favor of φ, there is a better alternative. Neither of these features is guaranteed to be preserved under updating.
Pictures may help.
σ ¬,A

A

B

favorable scenarios

options

This is a situation in which none of the available options realizes a
favorable scenario. Accordingly, in this situation neither option A nor option
B ought to be done. But of course, things may change once we add some piece
of information to our state.
σ+φ 2¬,A
J¬φK
A

B

favorable scenarios options
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Once the information that φ is added, there is no doubt that we have
reason to select A as the option to be implemented. Hence we have identified
one source of the non-persistence of deontic reasoning: additional information
may transform an option that originally failed to be recommendable into one
that is recommendable.
To move on to the second source of non-persistence, consider a scenario
in which there is something to be said in favor of doing A, but something
stronger in favor of the alternative, B.
σ ¬,A
favorable scenarios

A

≺µ

B

options

This is a situation in which both A and B have something going for
them, but B enjoys stronger support. Since A and B are mutually exclusive
actions, it is not the case that A should be done. In fact, it ought to be the
case that A is not implemented. But again, things may change once we add
some piece of information. Specifically, suppose that B is ruled out.

178

σ + ¬B 2 ¬ , A
favorable scenarios

A

≺µ

B

options

Since A has something to be said in its favor and the preferred alternative is out, A is now the action that ought to be implemented.
In conclusion, we have at least two reasons for why deontic reasoning
does not preserve commitment to p¬ , φq. First, additional information may
make a certain action reasonable. Second, additional information may rule out
the possibility of implementing a superior alternative. Vice versa, we now also
see why deontic reasoning does not preserve commitment to p,φq. First, additional information may make an alternative reasonable, and that alternative
may in fact be more reasonable than φ. Second, additional information may
establish that the action one has most reason to do is impossible to implement.
The second observation is that ought fails to be closed under logical
entailment.

Fact 5 ,φ and φ  ψ do not entail ,ψ
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Here the relevant consideration is that even though s  ,φ and φ  ψ,
this does not guarantee that s  ,ψ according to our definition of the favoring
relation. It suffices to consider a variant of the previously described scenario:
σ  ,A, A  A ∨ B, σ 2 ,(A ∨ B)

A

favorable scenarios

B

options

On the other hand, we find that modus ponens is a valid rule of inference.

Fact 6 φ ⇒ ψ, φ  ψ

A state σ supports pφ ⇒ ψq just in case σ + φ supports ψ. Thus once
we update σ with φ, the resulting state supports ψ. For example, our first
scenario is one that supports φ ⇒ ,A:
σ  φ ⇒ ,A
J¬φK
A

favorable scenarios

B

options
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It is easy to verify, updating the state with φ will just result in a state that
supports the consequent:
σ + φ  ,A
J¬φK
A

B

favorable scenarios options

It is also worth mentioning that the framework allows for genuine moral dilemmas. The relevant situations are those in which both φ and p¬φq enjoy equally
strong support by two distinct moral considerations.

Fact 7 2 ¬(,φ ∧ ,¬φ)
σ  ,A ∧ ,¬A
favorable scenarios

A

⊀µ
⊁µ

¬A

options
Finally, notice that we still predict that every ought-judgement and its negation are inconsistent:
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Fact 8  ¬(,φ ∧ ¬ , φ)

This observation just follows from the independently motivated account of
negation that has been developed earlier.

5.4
5.4.1

Paradoxes Resolved
The Gentle Murder Paradox

I have argued that belief revision fails to preserve deontic commitments. I
have also developed a framework that predicts the failure of belief revision
to preserve such commitments. The general claim has been that what ought
to be done does not only depend on one’s deontic convictions, but also on
the information that is available. Since that information may change during
discourse and reasoning, so may what ought to be done, and in a way that does
not preserve deontic commitments. One reason for this observation was that a
path of action may fail to be obligatory because it conflicts with a better path
of action. That path of action may become obligatory once it becomes known
that the better alternative is not a viable option. Recognizing this dynamics
resolves the gentle murder paradox. Consider again our revised version of the
gentle murder paradox.
(1′ ) Jones ought not murder Smith gently.
,¬Murdergently
(2)

If Jones murders Smith, he ought to murder Smith gently.
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Murder ⇒ ,Murdergently
(3)

Jones murders Smith.
Murder

(4)

Jones ought to murder Smith gently.
,Murdergently
The framework predicts that we are not forced to endorse conflicting

deontic judgments. Take a simple moral background µ that is only concerned
with Smith’s well-being. According to such a background, the best thing
that can happen is that Jones does not murder Smith. The next best thing
that can happen is that Jones murders Smith gently. Assume that σµ 2
Murder. Then σµ  ,¬Murdergently since the moral background prefers not
murdering Smith—gently or otherwise—over murdering Smith gently. But it
is also the case that σµ  Murder ⇒ ,Murdergently since once the option
of not murdering Smith is ruled out, the best thing is that Jones murders
Smith gently. That is consistent since the information that Jones murders
Smith defeats Jones’s obligation not to murder Smith. That is, even though
σµ  ,¬Murdergently , σµ + Murder 2 ,¬Murdergently . Notice that even if
Jones has an obligation to murder Smith gently, he does not have an obligation
to murder Smith. This just follows from the failure of ought to be closed under
logical entailment.
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σ  ,¬MG, σ  M ⇒ ,MG
favorable scenarios

¬MG ≻µ MG

MB

options

This is a situation in which Jones has an obligation not to murder
Smith, gently or otherwise. But the state also supports the conditional that if
Jones murders Smith, then he ought to do so gently. Updating the state with
the information that Jones murders Smith does not lead to an endorsement
of conflicting deontic judgments, even though the resulting state supports the
consequent of (2). For our deontic commitment to “Jones ought not murder
Smith gently” has been defeated by the information that Jones does indeed
murder Smith.
σ  ,MG, σ 2 ,¬MG
favorable scenarios

¬MG ≻µ MG

options
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What makes all this possible is the dynamic interaction between beliefs
about ought and the available information. A certain path of action may fail
to be obligatory because it conflicts with a better option. Once the option is
ruled out, the action becomes obligatory. Once we realize that belief revision
fails to preserve deontic commitments, there is nothing paradoxical about this
observation.
5.4.2

Another Bird

Kolodny and MacFarlane (2010) present the miners paradox as follows:
(16) It is not the case that we ought to block shaft A and it is not the case
that we ought to block shaft B.
(17) If the miners are in shaft A, we ought to block shaft A.
(18) If the miners are in shaft B, we ought to block shaft B.
(19) The miners are in shaft A or the miners are in shaft B.
(20) We ought to block shaft A or we ought to block shaft B.
Their suggestion is to block the validity of the argument on its obvious
logical form. Specifically, the suggestion is to block one of the classically valid
rules of inference used in deriving (20) from (17)-(19), i.e. modus ponens,
disjunction introduction, or disjunction elimination:
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1

¬(,BlA ∨ ,BlB )

2

InA ∨ InB

3

InA ⇒ ,BlA

4

InB ⇒ ,BlB

5

InA

6

,BlA

MP, 3, 5

7

,BlA ∨ ,BlB

∨I, 6

8

InB

9

,BlB

MP, 3, 8

10

,BlA ∨ ,BlB

∨I, 9

11

,BlA ∨ ,BlB

∨E, 2–10

MacFarlane and Kolodny reject modus ponens in order to block the
paradox. This is an overreaction—it is not necessary to block the paradox—
and it does not solve the paradox. Notice that the rule of constructive syllogism
gives a more direct way of deriving (20) from (17)-(19):

Constructive Syllogism φ ⇒ χ, ψ ⇒ θ, φ ∨ ψ ∴ χ ∨ θ

Constructive syllogism looks very much like disjunction elimination: in
fact, the latter is just a special instance of the former. Hence blocking the
paradox by rejecting disjunction elimination is more promising than rejecting
modus ponens. And this is, in fact, what the framework does.
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Fact 9 φ ⇒ χ, ψ ⇒ χ, φ ∨ ψ ∴ χ (disjunction elimination) is not valid

This should not come as a surprise given what we said earlier about
persistence. Additional information may defeat deontic commitments; for example, additional information may defeat my commitment to it not being
obligatory for Jones to murder Smith gently. The other side of the medal is
that we may come to accept ought-judgments in the light of new information. The information that the miners are in shaft A makes blocking shaft A
obligatory, the information that they are in shaft B makes blocking shaft B
obligatory. But in the light of the failure of deontic reasoning to be persistent, this is quite consistent with the claim that without further information,
none of the shafts ought to be blocked. Let me illustrate the solution to the
problem.
σ  ¬ , BlA ∧ ¬ , BlB
In A 10 saved

0 saved

9 saved

In B

0 saved

10 saved

9 saved

Block A

Block B Block neiter

Here neither blocking shaft A nor blocking shaft B is the thing to be
done, since we do not know whether it is going to save all the miners. In
the absence of a superior option, blocking neither shaft is the thing to do,
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which has at least something going for it. And that is quite consistent with
the observation that if we add the information about the miners’ whereabouts,
blocking one shaft is the thing that ought to be done.
σ + InA  ,BlA
In A 10 saved

0 saved

9 saved

In B

0 saved

10 saved

9 saved

Block A

Block B Block neiter

σ + InB  ,BlB
In A 10 saved

0 saved

9 saved

In B

0 saved

10 saved

9 saved

Block A

Block B Block neiter

In the framework suggested here, the damaging conclusion (20), i.e. the
conclusion that we ought to block shaft A or that we ought to block shaft B,
does not follow from (17)–(19). Yet modus ponens is a valid rule of inference.
Instead disjunction elimination is the principle that has to go.
Kolodny and MacFarlane (2010) argue that modus ponens must be the
culprit since modus ponens allows us to prove modus tollens, and with modus
tollens we run into another version of the Miners Paradox. For the first premise
of the miners paradox entails:
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(21) It is not the case that we ought to block shaft A,
which in combination with the second premise of the argument
(17) If the miners are in shaft A, we ought to block shaft A,
allow us to conclude by modus ponens:
(22) The miners are not in shaft A.
That seems to be an untenable conlusion: we simply cannot deduce
the location of the miners on the basis of our moral predicaments. So we
have to give up modus tollens and—or so Kolodny and MacFarlane (2010)
argue—modus ponens as well.15
In my framework, modus ponens is valid, yet modus tollens is invalid.
The latter observation should be obvious from my novel treatment of the gentle
murder paradox. If Jones murders Smith, he ought to do so gently, yet it is not
the case that Jones ought to murder Smith gently. Still, we cannot conclude
that Jones does not murder Smith. It follows that in the framework that I
suggest, modus tollens cannot be derived from modus ponens. The question
is why this is the case. Consider the canonical proof of modus tollens from
modus ponens:
15

Notice as well that modus tollens lies at the center stage for the canonical proof of
disjunction elimination and constructive syllogism.
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1

φ⇒ψ

2

¬ψ

3

φ

4

ψ

MP, 2, 3

5

¬ψ

R, 2

6

ψ ∧ ¬ψ

∧I, 4, 5

7

¬φ

Reductio, 3, 6

The proof relies on reductio ad absurdum (“Reductio” for short) and
repetition (represented by “R”). The first principle seems innocent indeed but
we should be very sceptical about repetition as a deductive law. Repetition
requires that adding new information always preserves old information. In
other words, repetition will only hold if “+” preserves prior commitments. I
have argued that “+” does not preserve prior commitments. Therefore, the
canonical proof of modus tollens from modus ponens fails. The case generalizes. To derive modus tollens from modus ponens, we need to somehow import
the negation of the consequent of the conditional pφ ⇒ ψq into the subproof.
But doing so presupposes that the commitment to p¬ψq persists under the assumption of the antecedent of the conditional. This is just what I have argued
cannot be done. Therefore, we may accept modus ponens without accepting
modus tollens.
What we have seen is that the framework does not only solve a range
of paradoxes, but also does so in the right way. There are two highlights:
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whether or not something favors a course of action may very well depend on
the information available. That is just the reason for giving up disjunction
elimination. Second, we still have a good framework, since we can still predict
principles like modus ponens as valid. The strictly dynamic effect allows us to
make sense of paradoxes while keeping the resulting logic reasonably strong.
All of this suggests to me that going dynamic is indeed a step into the right
direction.

5.5

Conclusion and Outlook

The framework can be extended in various ways: we need a more precise
account of presupposition and tense to explain all the relevant observations
about deontic modals in discourse and reasoning. For present purposes, I
shall conclude with some tentative remarks about the Frege-Geach problem
for noncognitivism in ethics. The central claim is that we can extend the
framework developed so far to a theory about the role of ought in communication. The idea is a very simple modification of the original proposal. In
what we have said so far, we only have epistemic insecurity—more than one
possible world is an epistemic possibility. In contrast, deontic commitment
takes place against a single fixed deontic background. That seems unreasonable: we should also allow for some form of deontic insecurity. Agents are not
always certain as to what deontic principles they should endorse. It follows
that agents are not always fully decided as to what situations to favor. I will
model deontic insecurity using a technique that is familiar from chapter 2,
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namely by multiplying the instances in the state against which a formula is
evaluated. Specifically, we will model deontic insecurity in terms of undecidedness between various deontic backgrounds. This gives us realistic information
states.

Realistic Information State Consider some σ and set of deontic backgrounds {µ1 , . . . , µn }. Σ is a realistic information state iff Σ = {σµ1 , . . . , σµn }.

We can now define the update effects of sentences of L on realistic information
states as follows.

Update on Realistic Information States Consider some realistic information state Σ. Our update function [.] is defined as follows:

Σ[φ] = {σµ : σ 6= ∅ ∧ ∃σµ′ ′ : σµ′ ′ + φ = σµ }

A realistic information state is a set of pairs consisting of a refined information state and deontic background, as defined in the previous section. Each
element of a realistic information state thus consists of a set of possible worlds
(divided into various options) and a deontic background. Notice that we need
not put any restriction on the combinations of possible worlds and deontic
backgrounds. Specifically, remember that the favorable scenarios a deontic
background selects need not be a subset of the possible worlds left open by the
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associated information state. Updating a realistic information state Σ with a
formula φ amounts to the following procedure: first update every element σµ
of Σ with φ; then gather all the resulting states together, leaving out those in
which σ is empty. This gives you the output information state. The procedure
should be familiar from the discussion of chapter 2.
We can now re-define the notions of settledness, admission and entailment in the obvious way. Again, the definitions parallel those of the discussion
in chapter 2.

Settledness, Admission, Entailment Let Σ be an information state and
φ, ψ be formulas:
1. Σ supports φ, φ is settled in Σ, Σ  φ, iff Σ[φ] = Σ
2. Σ admits φ, Σ ⊲ φ, iff Σ 2 φ and Σ 2 ¬φ
3. φ entails ψ, φ  ψ, iff ∀Σ: Σ[φ]  ψ
Remember that in the original setup of the previous section, agents are
always maximally opinionated as to what ought to be done. Realistic information states are interesting since they allow us to avoid this unreasonable
commitment. Since the elements of a realistic information state Σ may disagree on the deontic background, it is possible for Σ to support neither p,φq
nor p¬ , φq. In addition, the revised framework puts us in a position to
characterize a variety of different deontic attitudes towards a certain path of
action.
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Approval, Disapproval, Tolerance Let Σ be an information state and φ
be a sentence of L:
1. Σ approves φ iff Σ  ,φ
2. Σ disapproves φ iff Σ  ,¬φ
3. Σ tolerates φ iff Σ  ¬ , ¬φ
What is important here is that we can distinguish between realistic
information states that tolerate φ and those that are undecided about the
deontic status of φ. Tolerance towards φ requires that no deontic background
makes avoiding φ obligatory. Undecidedness about φ occurs in case some
deontic background recommends one evaluation of φ while some other deontic
background recommends another. For example, φ may be tolerable according
to some deontic background and intolerable according to others. It is also
worth noting that disapproval of φ entails lack of tolerance of φ. However,
tolerance of φ may or may not go together with disapproval of p¬φq.
The reason why this is interesting is that we can now make sense
of ought in discourse without claiming that ought-statements express truthcondition determining propositions. On the framework suggested here, oughtstatements are designed to induce changes on realistic information states. Updating a realistic information state Σ with p,φq is to run a test on each
element σµ of Σ. If updating σµ returns the empty set, then both the information state and the associated deontic background are removed from the
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realistic information state. Otherwise, the pair consisting of the refined information state and the deontic background remains in the realistic information
state. It follows that ought-statements in effect eliminate deontic backgrounds.
So just as statements of fact are designed to rule out certain ways the world
could be, deontic judgments are designed to rule out certain ways of evaluating ways the worlds could be. Specifically, we may say that ought-statements
are designed to create certain deontic attitudes. For example, consider some
Σ⊲ ,φ. An agent who is in Σ does not believe that φ ought to be the case; nor
does the agent deny that φ ought to be the case. So the agent does not have a
definitive answer to the question whether φ ought to be the case. But updating Σ with p,φq results in a state that supports p,φq, and thus the agent
who is in that state now approves of φ, while not doing so earlier. Thus we
can offer a dynamic interpretation of the intuition that deontic judgments are
designed to affect certain attitudes in the audience, and in particular to affect
the way the audience evaluates certain ways the world could be as opposed to
others.
It is a common objection against any non-truth-conditional semantics
for a deontic (or, more generally, normative) language that it runs into the
Frege-Geach problem. Expressivist accounts promise to offer a solution to this
problem, but recent discussions have demonstrated that they fail to do so (see
chapter 2 for discussion). Another problem for expressivist theories is that
they seem unable to distinguish between agents who tolerate a certain path of
action and those who do not have any definite answer to the question whether

195

that path of action ought to be implemented. Though the view presented
in this section requires further elaboration, it demonstrates that non-truthconditional semantics may, at least in principle, avoid these problems. First,
the framework predicts that every ought-statement and its negation are (dynamically) inconsistent. Furthermore, we predict the (dynamic) validity of
modus ponens in deontic logic, and there is no problem reconstructing the
meaning of combinations of deontic and non-deontic sentences. Second, the
framework can draw a distinction between various deontic attitudes, and it
leaves room for agents who are undecided about what ought to be the case.
This does not establish beyond reasonable doubt that we can develop a comprehensive non-truth-conditional semantics for normative language, since I
have not yet demonstrated that the framework can be extended to normative terms such as “good”, “bad”, etc. I leave this topic for future research.
However, it is fair to say that the presented semantics for deontic ought can
serve as the starting point of a general solution to the Frege-Geach problem
for ethical noncognitivism. It does not only avoid the classical objections to
non-truth-conditional semantics, but also offers satisfying solutions to some of
the deepest paradoxes about deontic reasoning.
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